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Abstract
The primary purpose of this thesis is to use machine learning to describe stochastic
systems. The techniques we use are based on recent advances in the study of
the quantum many-body problem, where artificial neural networks are used as
a variational representation for the quantum wave function. The ground state
is then approximated using reinforcement learning. We give an introduction to
large deviation theory and explain the similarity to solving the quantum many-body
problem. We discuss how neural networks are used as a variational ansatz and go
into detail on how they are optimised. To demonstrate the use of neural networks
in a stochastic system, the established theory is applied to the asymmetric simple
exclusion process (ASEP), which is the prototypical model for transport phenomena.
We analyse the particle current and describe the fluctuations from its mean value.
Our results are compared to analytic methods available in literature.
The results suggest that neural networks are a promising tool for describing fluctuations in stochastic systems. Further, they provide access to the stationary distribution
of the system allowing us to calculate local quantities and construct density profiles.
We therefore expect this approach to be a viable option for systems where analytical
techniques are difficult to use, such as the multi-lane ASEP model or in higher
dimensions.

v

Nederlandse Samenvatting
De doelstelling van dit proefschrift is om via machinaal leren stochastische systemen
te beschrijven. De gebruikte technieken zijn gebaseerd op recente vooruitgang in de
studie van het kwantum-veeldeeltjesprobleem, waarbij neurale netwerken worden
gebruikt om de kwantumgolffunctie weer te geven. We geven een inleiding tot
de grote afwijkingstheorie en duiden op de gelijkenis met het oplossen van het
kwantum-veeldeeltjesprobleem. Vervolgens laten we zien hoe neurale netwerken
gebruikt worden als een variabele ansatz en gaan we in detail in op de manier
waarop ze worden geoptimaliseerd. Om het gebruik van neurale netwerken in een
stochastisch systeem te illustreren, wordt de voorgaande theorie toegepast op het
asymmetrische eenvoudige uitsluitingsproces (ASEP), dat het prototypische model
is voor transportverschijnselen. We analyseren de deeltjesstroom en beschrijven de
fluctuaties ten opzichte van zijn gemiddelde. Onze resultaten worden vergeleken
met analytische methoden die in de literatuur beschikbaar zijn.
De resultaten suggereren dat neurale netwerken een bruikbaar hulpmiddel zijn
bij het beschrijven van fluctuaties in stochastische systemen. Verder bieden ze
toegang tot de stationaire distributie van het systeem waardoor we lokale grootheden
kunnen berekenen en dichtheidsprofielen kunnen opstellen. We verwachten daarom
dat deze methode een veelbelovende optie biedt voor systemen waar analytische
technieken moeilijk te gebruiken zijn, zoals bij het multi-lane ASEP model of in
hogere dimensies.
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Introduction

1

Describing probabilistic models is one of the central goals in statistical physics.
These models can be characterised by their collective behaviour when considering
macroscopic properties. Such properties arise from the interaction of the systems’
constituents: particles, spin-sites, etc. Many-body physics takes the bottom-up
approach, it considers all of the individual particles and provides a full description
of the system. For quantum systems, this description concerns the quantum wave
function, which contains all information on a quantum state, be it a single particle
or a large system. For as long as a quantum description has existed, it has been the
objective to efficiently and effectively represent the quantum wave function. Most
commonly, a mathematical representation with many parameters is used, which
is then optimised to best represent a quantum state such as the ground state of
a system. Lately, artificial neural networks have proven to successfully represent
quantum wave functions, achieving high accuracy in the description of dynamical
properties and retaining important correlations [1]. The neural network represents
the quantum state, referred to as a neural network quantum state.
This thesis aims to apply methods from quantum many-body physics to a lesser
known field of statistical physics, that of large deviation theory (LDT). Large deviation theory makes probabilistic statements concerning stochastic systems. It turns
out that the mathematical structure of quantities from LDT is similar to the those
found in quantum many-body physics. In particular, we will study Markov processes
and see that the determination of the scaled cumulant generating function, a central
quantity in LDT, corresponds to the determination of ground-state energies in the
quantum problem.
We start by giving an introduction to LDT in chapters 2 and 3. Important concepts
are introduced and multiple examples are provided to get familiar with the theory.
We will briefly describe the analogy between quantities from LDT and those from
statistical physics such as entropy and free energy. Following this, we describe
how the theory takes form in a Markov process setting. Chapters 4 and 5 concern
many-body physics and describe the analogy between LDT and many-body physics.
After bringing up the unfavorable scaling (the curse of dimensionality) of quantum
systems, known techniques to combat this problem are described and modified for

1

use with neural network quantum states. Proceeding this, we introduce a number of
neural network architectures and summarise the parameters that are important for
their optimisation. An application is presented in chapter 6, where a prototypical
model for transport phenomena is described using neural network quantum states.
We briefly discuss properties of this model, including its phase structure. Multiple
neural network quantum states are optimised to describe the statistics of the model.
We also compare our results to known expressions from alternate methods available
in literature.

2

Chapter 1 Introduction

Large Deviation Theory

2

Large deviation theory (LDT) is a probabilistic theory for exponentially decaying
probability distributions, concentration of probability and typical values of observables. The mathematical theory has seen development starting in the 1930s by
Cramer who used it to model the insurance business [2, 3]. Throughout the 60 and
70s advances were made by Donsker and Varadhan, who formalised a unified mathematical framework [4]. A notable mention is Ellis with his book [5] that brought
the use of LDT to physics. The theory has been successfully applied to equilibrium
systems and sees more and more use on applications concerning non-equilibrium
systems, Markov models and other statistical physics [6, 7].
In [8] Touchette posts as many as eight possible answers to the question:
What is large deviation theory?
We mention the ones that are relevant for our understanding and this thesis:
1. A theory dealing with the exponential decay of the probabilities of large
deviations in stochastic processes
2. An extension or refinement of the law of large numbers and the central limit
theorem
3. A collection of techniques for calculating entropies and free energies.
The first one is the most important one, although it might be argued that it is the
most general one. It allows one to use the theory to describe processes in stochastic
models. The second one concerns two well known theorem in statistics, the law
of large numbers and the central limit theorem. Section 2.4 will describe that the
law of large numbers and the central limit theorem are actually already contained
in the large deviation formalism. Lastly, entropy and free energy are mentioned.
Many analogies exist between quantities from statistical physics and those from
LDT, which we discuss in section section 2.5. We start from the first formulation:
LDT is a theory dealing with exponential decay of probabilities. In sections 2.1 and
2.2, the main quantities are introduced and their use is illustrated with numerous
examples.

3

2.1 Large Deviation Principle & The Rate Function
Whether arising from a statistical property such as the law of large numbers or a
thermodynamic limit in statistical physics, the probability distribution of an observable A is often found to be an exponentially decaying function. It has the general
form
P (An = a) ≈ e−nI(a) ,
(2.1)
where we introduce the large deviation parameter n and a function I(a). The number
n ∈ R is assumed to be large in the sense that nI(a)  1. It might denote the
number of lattice sites in a spin model, number of samples drawn from a distribution
or the time in a dynamic system. We have also used the notation An to signify the
dependence on n. The positive function I(a) contains the details of the distribution
and is known as the large deviation or rate function. An observable following such
a scaling law is said to obey the large deviation principle. To make this form more
precise, we say the probability distribution satisfies a large deviation principle if the
limit
1
(2.2)
I(a) = lim − ln P (An = a)
n→∞ n
exits. The idea here is that the dominant behavior of P (An = a) is a decaying
exponential in n. Terms of lower order in n therefore vanish in the limit n → ∞.
For large values of n the probability peaks at values An = a∗ for which I(a∗ ) = 0.
Accordingly, the most likely or typical values of An are those for which the rate
function is the smallest. We can also characterise fluctuations from the shape of the
rate function or an approximation around such a minimum. Knowledge of the rate
function thus allows one to make statistical statements about the observable and the
system. Obtaining the rate function is generally the objective in a large deviation
approach. For this we must know if the large deviation principle holds. We could
say that the major goals of large deviation theory are:
• Establish that the large deviation principle holds
• Use the rate function to describe statistical properties of the observable

2.1.1 Example: Coin Toss
To get familiar with these quantities, we do a coin toss experiment and toss n coins.
If we define Rn to be the fraction of heads after throwing n coins, the probability
distribution of this quantity can be constructed, P (Rn = r). The number of coins n is
the large deviation parameter. The probability of having the same number of heads

4
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Fig. 2.1: Application of LDT to a coin toss experiment. Left: the rate function. It is convex
and has a unique global minimum and zero at r = 1/2. Right: The probability
distribution for the fraction of heads after n tosses. The distribution becomes
concentrated around r = 1/2 as n increases.

and tails after tossing n coins is therefore given by P (Rn = 0.5) and the probability
of getting 10 heads and 90 tails is given by P (R100 = 0.1). Intuitively, we expect the
number of head and the number of tails to be roughly the same when using fair
coins, such that Rn takes on values around 0.5. The probability distribution can be
calculated analytically, it is given by
!

#ways to get rn heads
1 n
P (Rn = r) =
= n
.
#ways to throw n coins
2 rn
Using Stirling’s approximation (n! ≈ nn e−n ), one obtains for sufficiently large values
of n that
P (Rn = r) ≈ e−nI(r) ,
(2.3)
with
I(r) = ln 2 + r ln r + (1 − r) ln(1 − r).

(2.4)

The function I(r) is independent of n and is what we defined as the rate function
for the variable Rn . Interestingly, the rate function is convex and has a unique zero
located at r = 1/2. The rate function I(r) is shown on the left of Figure 2.1. Looking
at Eq. (2.3), we conclude that r = 1/2 is the only point in the distribution P (r)
that is not exponentially decaying when n increases. As n increases, the probability
distribution of the fraction of heads concentrates around r = 1/2. This is illustrated
on the right of Figure 2.1, where the probability distribution P (r) is shown for
multiple values of n. As more trails are performed, the fraction of heads is more
likely to be close to the expected value of 1/2. This reminds us of a law of large

2.1 Large Deviation Principle & The Rate Function

5

numbers, which is contained in the large deviation formalism as we will see in
section 2.4.

2.1.2 Example: Poisson counting process
The Poisson distribution is a widely used discrete probability distribution. In its most
general form it adopts the form
P (n) =

Λn −Λ
e ,
n!

(2.5)

where Λ ∈ R. The Poisson distribution can be used to express the probability of
observing a number n of events in a given time interval. The length of this time
interval will be the large deviation parameter of this example. The distribution has
been used to model the number of goals in soccer events [9] and the amount of
bombs dropped during wartime [10]. This interpretation requires the distribution to
be viewed as a counting process P (N (t) = n) with rate λ > 0 under the following
conditions: (i) N must be zero at t = 0, (ii) N is strictly increasing in time and (iii)
the counting process has mean λt. This is achieved by setting Λ = λt in Eq. (2.5),
P (N (t) = n) =

(λt)n −λt
e .
n!

(2.6)

Stirling’s approximation then allows us to write
P (N (t) = n) ≈ en ln(λt)−n ln n+n−λt .

(2.7)

After introducing the number of counts per unit of time k = n/t, one can factor t
and recognise the large deviation principle for k(t) = N (t)/t,
P (k(t) = k) ≈ e−tI(k) ,

I(k) = k ln(λt) − k ln(kt) + k − λ
k
= k ln( ) − k + λ.
λ

(2.8)
(2.9)

The rate function I(k) is once again convex and its minimum is found to be at k = λ.
The maximum of the distribution P (k(t) = k), i.e. the probability to have n = kt
events after time t, is subsequently at k = λ. In the long time limit t → ∞ the
probability of deviating from this value is exponentially suppressed. We can go
further than this and analyse the behaviour of P (k(t) = k) around this maximum by
Taylor expanding I(k) around k = λ,
I(k) = 0 + 0 +

6

Chapter 2 Large Deviation Theory

1
(k − λ)2 + . . . ,
2λ

(2.10)

as I(k) and I 0 (k) both vanish at k = λ. Around k = λ we can therefore write the
distribution as
2
P (k(t) = k) ≈ e−t(k−λ) /2λ ,
(2.11)
which is the normal distribution around with mean λ and with standard deviation
2λ/t. We notice that the distribution gets a large peak in the limit t → ∞, as the
standard deviation vanishes.

2.1.3 Example: The canonical ensemble
In statistical physics, there is an important ensemble described by an exponentially
decaying distribution. Take a system with many degrees of freedom, such as a gas
with N particles. The canonical ensemble represents such a system when in contact
with a heat bath at fixed temperature. It assigns a probability to each microstate ω
(a specific configuration of the system, see section 2.5) based on the total energy
E(ω) of the microstate ω,
P (ω) =

1 −βE(ω)
e
,
Z

Z

Z=

e−βE(ω) dω,

(2.12)

where β = 1/kB T > 0 is the inverse temperature with Boltzmann constant kB and
Z is the canonical partition function. The probability distribution for the system to
have energy E is obtained after multiplying with the number of states Ω(E, N ) of
that particular energy. This results in
P (E) =

Ω(E, N ) −βE
1
e
= e−βF (E,N ) ,
Z
Z

(2.13)

introducing the (Helmholtz) free energy F (E, N ) = E − T S(E, N ). The free energy
is an extensive quantity, F (E, N ) = N f (E/N ) which allows us to identify the large
deviation principle for the distribution for e = E/N , the energy per particle,
P (e) =

1 −N I(e)
e
,
Z

I(e) = βf (e),

(2.14)

with large deviation parameter N , the number of particles.
The above examples illustrated the presence of the large deviation principle in
mathematical models and everyday life. Recognising the principle is not always easy,
in the next chapter we go over some techniques to detect the decaying exponential
behaviour and draw conclusions from its rate function.

2.1 Large Deviation Principle & The Rate Function
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2.2 Gärtner-Ellis Theorem
In the examples discussed in section 2.1 we directly calculated the probability
distributions, thus showing that the large deviation principle holds. We then had
access to the rate function by inspection, namely the exponent as in Eq. (2.1). This
allowed us to make statistical statements about the system. In general, a direct
calculation might be very hard or not even possible. Numerous alternative strategies
have been developed in the large deviation theory to reach our two goals: (i)
establish that the large deviation principle holds and (ii) find the rate function. The
most widely used is the Gärtner-Ellis theorem, which makes use of a scaled version
of the cumulant generating function.
Let us first review the moment generating function. Say we have a random variable
x that is distributed according to some probability distribution p(x). Then φ(t) ≡
hexp txi defines the moment generating function. Expectation values are calculated
R
using the probability distribution, hf (x)i = f (x)p(x)dx. Expansion of the moment
generating function in t gives access to the moments hxi, hx2 i, . . . . We can now
introduce the cumulant generating function as
ln φ(t) = ln hetx i.
A Taylor expansion
ln φ(t) =

∞ n
X
t Mn (x)
n=1

n!

(2.15)

,

(2.16)

defines the cumulants Mn , which are a combination of the moments and give
information about the distribution of x [11]. The first cumulant M1 = hxi is the
mean of the distribution, the second cumulant M2 = hx2 i − hxi2 gives the variance
and higher order cumulants are related to other properties such as the skewness and
kurtosis of the distribution. Knowledge of the cumulants can be used to describe
properties of the distribution.
The random variable x might be the sum of a quantity Ai for i ∈ {1, 2, ..., n} and
change in function of n. Then the moments and cumulants of x will generally diverge
when n → ∞. We therefore define a scaled version of the cumulant generating
function, describing the cumulants of Ai itself
1
lnhensAn i.
n→∞ n

θ(s) = lim

(2.17)

This is the scaled cumulant generating function (SCGF) of An and is the starting
point of the Gärtner-Ellis theorem [5]. A proof for the theorem is provided in

8
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paragraph 2.2.1. The theorem states that, if θ(s) exists and is differentiable for all
s ∈ R, the variable An obeys the large deviation principle and the rate function is
given by the Legendre-Fenchel transform of θ(s), or simply
P (An = a) ≈ e−nI(a) ,

I(a) = sup{sa − θ(s)}.

(2.18)

s∈R

First of all the theorem provides an alternative way to determine if a large deviation
principle holds or not, avoiding a (perhaps impossible) direct calculation. The
Legendre-Fenchel transform, or the convex conjugate of a function [12], is a generalisation of the Legendre transform but for all uses in this thesis I(a) can be thought
of as being the Legendre transform of θ(s). The inverse of this transformation has
the same functional form as the Legendre transform. In Figure 2.2 we show an
illustration of the Legendre transform. The slopes of the rate function are one-to-one
related to the slopes of the SCGF, a property known as the Legendre duality [8].
The slope of I(a) at a0 is equal to the point s0 at which the slope of θ(s) is a0 . The
Legendre transform will always return a convex function. Using the Gärtner-Ellis
theorem will therefore result in the convex envelop of the rate function.

Fig. 2.2: The Legendre transform for the Gärtner-Ellis theorem. Left: a non-convex rate
function I(a). Shown in red are slopes to illustrate the Legendre duality. Center:
the SCGF obtained by a Legendre transform of I(a). Right: the Legendre transform
of θ(s). This is the convex envelope of the rate function. The original rate function
is shown for reference (dashed).

As the cumulants describe the properties of the distribution, knowledge of the SCGF
is often enough to describe the statistical properties of an observable, such that no
Legendre transform is required. The mean and variance of the distribution of an
observable can immediately be found by taking the first and respectively second
derivative of θ(s) and evaluating them at s = 0. Finally, we mention a special
P
situation for independent Ai , in which case we can make use of nAn = ni=1 Ai to
write the cumulant generating function as [13]
Pn

lnhensAn i = lnhe

i=1

sAi

i = lnh

n
Y

i=1

esAi i = ln

n
Y

hesAi i = n lnhesAi i,

(2.19)

i=1

2.2 Gärtner-Ellis Theorem
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such that the SCGF, Eq. (2.17), is simply
θ(s) = lnhesAi i,

(2.20)

which will be useful in the continuation of the example of paragraph 2.1.3.

2.2.1 Proof of the Gärtner-Ellis Theorem
We present one the many proofs of the Gärtner-Ellis theorem to provide insight on
the origin of the theorem. Rather than prove that a large deviation principle exists
(which is done in [14]), we are interested in the relation between the rate function
and the SCGF. Therefore we assume observable An already obeys the large deviation
principle. The expectation value of the exponent appearing in Eq. (2.17) is given
by
hensAn i =
≈

Z

P (An = a)ensa da,

(2.21)

Z

e−nI(a) ensa da,

(2.22)

where we made use of the large deviation principle for An . An integral of this
form can be approximated using Laplace’s method. The method approximates an
integral of an exponential function by evaluating the integrandom at those values
that contribute most,
Z
eM f (x) dx ≈ CeM max f (x) ,
(2.23)
with C an integration constant and M → ∞. The idea is that values other than the
maximum of f (x) are exponentially less significant. Using Laplace’s approximation
in Eq. (2.22) results in
he

nsAn

Z

en(sa−I(a)) da,

(2.24)

≈ Cen max(sa−I(a)) .

(2.25)

i≈

Substituting the expectation value in Eq. (2.17) allow us to write
1
lnhensAn i,
n


ln C
= lim
+ max (sa − I(a)) ,
n→∞
n

θ(s) = lim

n→∞

= max (sa − I(a)) ,

(2.26)
(2.27)
(2.28)

which proves the Gärtner-Ellis theorem after an inverse Legendre transform.
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2.2.2 Example: The canonical ensemble continued

Fig. 2.3: The SCGF and the rate function for the energy distribution of a monatomic gas
at inverse temperature β = 10. Left: the SCGF. Shown in red is the slope at zero.
Right: the rate function and its second order Taylor approximation. Shown in red
is the point corresponding to the slope of θ(s) at zero and is where I(e) reaches
its minimum.

We previously concluded that the probability distribution for the energy per particle
in a gas satisfies the large deviation principle. Let us now specify the expression for
the energy and use the Gärtner-Ellis theorem to identify the rate function itself.

In a system of non-interacting particles the energy per particle is p~i2 /2m. They are
independent and we can use the simplified expression (2.20) for the SCGF,
p
~2
i

θ(s) = lnhes 2m i,

(2.29)
p
~2
p
~2
R

3/2
i
i
pi es 2m e−β 2m 
β
 d~
P1 (~
pi )d~
pi = ln 
,
 = ln
p
~2
R
β−s
−β i



p
~2

Z

= ln

e

i
s 2m



d~
pi e

(2.30)

2m

2

as the probability for a single particle to have momentum p~i is given by e−β~pi /2m /Z1 .
The rate function I(e) is then obtained by taking the Legendre transform of θ(s),
I(e) = sup{se − θ(s)},

(2.31)

s

= eβ −

3 3 2eβ
− ln
.
2 2
3

(2.32)

3
This rate function has its minimum at e = 2β
= 32 kT . Figure 2.3 shows the SCGF
and the rate function for this system. In red we show how the duality property can
be used to identify the minimum of I(e). The slope of θ(s) at zero is equal to the

2.2 Gärtner-Ellis Theorem

11

point where I(e) has slope zero (the minimum of I(e)). We now expand I(e) around
this minimum and find


3 2
β2
e−
.
(2.33)
I(e) ≈
3
2β
Then P (e) is a normal distribution around e = 23 kT with standard deviation
3(kT )2 /2N . The corresponding specific heat C = 32 N is the one for a monatomic
non-interacting gas of N particles.

2.3 Contraction Principle
Another way to establish the large deviation principle and find rate functions is given
by the contraction principle. When the rate function is known for some observable
A, denoted by IA (a), and the relation between A and some other observable B is
known, say h(a) = b for a ∈ A and b ∈ B, we can use the contraction principle to
determine rate function for observable B, which we denote as IB (b). The probability
P (B = b) is namely given by the sum of P (A = a) for which h(a) = b or
Z

P (B = b) =

P (A = a)da

(2.34)

e−nIA (a) da,

(2.35)

a:h(a)=b

≈

Z
a:h(a)=b

using the large deviation principle for A in the large n limit. The notation a : h(a) = b
is used to denote that the integral is restricted to those values of a that correspond
to h(a) = b. We proceed by using Laplace’s method of paragraph 2.2.1, resulting
in
P (B = b) ≈ en maxa:h(a)=b (−IA (a))
≈e

−n mina:h(a)=b IA (a)

.

(2.36)
(2.37)

We conclude that B also obeys the large deviation principle and that its rate function
is equal to
IB (b) = min IA (a).
(2.38)
a:h(a)=b
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2.4 Law of Large Numbers & Central Limit Theorem
In the previous examples, we concluded that for a large number of particles or in
the long-time limit the probability distribution of a selected observable concentrates
around some value. This is related to the law of large numbers, which states that a
sample average converges to its mean value when the sample size becomes large.
We observed concentration of probability by looking at the rate functions of the
examples, but this behavior is very general in the framework of LDT.
When the rate function has a unique minimum at a∗ we know from Eq. (2.1) that
lim P (|An − a∗ | > ) = 0,

n→∞

∀,

(2.39)

which is the definition of the weak law of large numbers. When the rate function
has multiple zeros the law of large numbers does not hold, as concentration occurs
at more then one value.
There is also a connection to the central limit theorem, stating that in many situations
the sum of independent random variables will follow a normal distribution. Defining
P
the sample average, Sn = n1 ni=1 xi , where the xi are independent random variables,
one can check that distribution P (Sn = s) obeys the large deviation principle. If I(s)
has a minimum and zero at s = s∗ and I 00 (s∗ ) is well defined one can expand the
rate function in a Taylor like fashion,
1
I(s) ≈ I 00 (s∗ )(s − s∗ )2 ,
2

(2.40)

which results in a probability distribution of the Gaussian form,
P (Sn = s) ≈ e−nI

00 (s∗ )(s−s∗ )2 /2

.

(2.41)

We recognize the central limit theorem, as this approximation holds for small
fluctuations around a∗ . LDT can be thought of as an extension of the central
limit theorem because it is also able to describe large fluctuations where the rate
function deviates from the quadratic approximation. This also explains the ‘large’
in large deviation theory. Alternatively, we may use the SCGF to characterise these
fluctuations, since it describes the cumulants of An .

2.4 Law of Large Numbers & Central Limit Theorem
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2.5 Statistical Physics
There is a deep connection between the quantities introduced in large deviation
theory and the ones used in statistical physics. The first analogy we draw is between
the rate function and the entropy. In statistical physics, the entropy is defined in
relation to the number of states. First we need to properly introduce the concepts of
microstates and macrostates. A microstate is a specific configuration of the system,
completely specifying the state of each particle therein. We denote a microstate by
ω and the total number of microstates in an n-particle system by |Λn |. For identical
particles each particle has |Λ| states and we have |Λn | = |Λ|n . The interactions
between particles give rise to macroscopic behaviour, resulting in a macrostate
that is specified by quantities such as energy and pressure. The macrostate is a
course-grained description of the system, ignoring the details of single particles.
Now look at the macroscopic energy per particle un (ω) = Etot /n. This is dependent
on the microstate and a fluctuating quantity. There are multiple microstates giving
rise to the same macroscopic quantities, in particular Ω(e) denotes the number of
state resulting in an energy per particle un = e. The definition of the entropy of a
macrostate is then
S(e) = kb log Ω(e).
(2.42)
Entropy is the quantity describing the number of ways a macrostate can be realised.
It is extensive in system size, S(e) = ns(e), with s(e) the entropy density. In a closed
system, this quantity is largest for the most probable macrostate (as it arises from
many microstates) resulting in the second law of thermodynamics. The probability
distribution of the energy per particle is given by P (un = e) and is the probability
distribution of macrostates. If the microstates are distributed according to P (ω),
P (un = e) is obtained by summing over all microstates that have un = e,
|Λn |

P (un = e) =

X

δ(un (ωi ) = e)P (ωi ).

(2.43)

i=1

We note that for continuous state space the sum becomes an integral. With a uniform
P (ω) = 1/|Λn | = 1/|Λ|n this is proportional to the density of states Ω(e). Making
use of Eq. (2.42) and extensivity we write
P (un = e) ≈

Ω(e)
ens(e)
≈
.
|Λn |
|Λ|n

(2.44)

The rate function of P (un = e) is found in the usual way,
1
I(e) = lim − ln P (un = e) = ln |Λ| − s(e).
n→∞ n
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(2.45)

The rate function is up to an additive constant equal to the negative of the entropy.
As is done in [8], the entropy can be redefined to get rid of this constant allowing us
to identify
I(e) = −s(e).
(2.46)
One notices the similarity between these quantities upon looking at the example
concerning coin flips, discussed in paragraph 2.1.1. The number of ways to reach
Rn = 0, having tossed zero heads in n coin flips, is just 1 while Rn = 1/2 is realised
n 
in n/2
ways, more then any other value for Rn . And indeed, Rn = 1/2 is exactly
the value for which I(r) was minimised.
The generating function,
|Λn |

he

nkun

i=

X

enkun (ωi ) P (ωi ),

(2.47)

i=1

can be interpreted as the partition function Z(β) with β = −k of the canonical
ensemble. For this we once again had to do a slight modification to the definition of
the partition function to get rid of an additive constant in the same way as is done
in Eq. (2.45) to Eq. (2.46). This allows one to identify the SCGF
θ(k) = lim

n→∞

1
lnhenkAn i.
n

(2.48)

as the negative of the free energy φ(β). To be more precise φ(β) is referred to as the
Massieu potential and it is divided once more by the inverse temperature to obtain
the free energy f (β) = φ(β)/β. We prefer φ(β) as it is always convex in β, while f (β)
is dependent on the sign of its argument. Having found the thermodynamic analog
of the rate and SCGF, let us look at the Gärtner-Ellis theorem, which connected the
two by a Legendre-Fenchel transform. Writing Eq. (2.18) in terms of s(e) and φ(β)
we find
s(e) = min{βe − φ(β)},
(2.49)
β

where the supremum changed to a minimum because the entropy corresponds to
the negative of the rate function. The Legendre transformation between s(e) and
φ(β), as well as its inverse, are well known relations in statistical physics. We could
even say this is a more detailed picture of the relation, as we must use not just
the Legendre, but the Legendre-Fenchel transformation when the functions are not
concave [15, 12]. [8, 16] provide a more complete picture of the relation between
large deviation theory and statistical physics. They also go into detail on the inverse
of Eq. (2.49), which is known as Varadhan’s theorem.

2.5 Statistical Physics
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Markov Processes

3

Models based on Markov processes have shown to be useful in different domains,
ranging from economics to ecology and machine learning [17, 18, 19]. A Markov
process is a stochastic process where predictions can be made about the future
purely based on the present state or configuration. In a chain of such events,
{C} = C1 → C2 → · · · → Cn , configuration Ck depends on configuration Ck−1 but
is independent of the previous k − 2 states. We call the collection {C} a Markov
chain but will also use the term ‘history’ to describe this chain of states. This chapter
describes the dynamics of Markov chains and how they relate to the quantities
defined in LDT. For simplicity we limit the discussion to models with bounded
state space, i.e. the number of configurations is denoted by NC and is finite, each
configuration can be described by a fixed amount of discrete parameters. The first
type of Markov chain we consider is the discrete-time Markov chain, where the state
is updated in fixed time intervals using a transition matrix based on the conditional
probabilities of changing states. After this, the continuous-time Markov chain is
handled, where the time between transitions is itself a stochastic quantity.

3.1 Notation
Arbitrary configurations are denoted by C and C 0 . The Markov chain or history {C}
consists of an ordered number of configurations and we use Ck to denote the k-th
configuration in the history.
As the configurations are distinct, they define an orthonormal configuration basis.
This is done by labelling the configurations with numbers one through NC . Each
configuration is represented by a NC -dimensional basis vector |Ci i where all elements
are zero except at its label number where it is one. This results in a orthonormal
set of configuration vectors. For these vectors the |...i notation is used to avoid
confusion with the states in the Markov chain {C}. The basis vectors |Ci i span the
Hilbert space HC .
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3.2 Discrete-time Markov dynamics

We first discuss the transitions between states. For discrete-time Markov chains,
transitions happen in fixed time intervals τ . At times t = nτ (n ∈ N), a new state
is chosen based on the previous state. We denote the state before a transition as C.
The configuration after the transition C 0 is chosen based on the transition probability
w(C → C 0 ). This is (as it should) not dependent on the complete history of the
system but only on the previous state C. It is a conditional probability for state C 0
given state C. All these probabilities are captured in the transition matrix, which
has elements [w]C,C 0 = w(C → C 0 ). We then find the probabilities of the next state
as w |Ci i. The transition matrix completely determines the dynamics of the Markov
model. In general, the [w]C,C 0 can be time dependent but here we only consider
homogeneous Markov chains, in which the transition matrix is constant across time.
With these transition probabilities we can write down the probability of a sequence of
transitions. A Markov chain with history {C} = C1 → C2 → · · · → Cn has probability
P ({C}) = ρ (C1 ) w (C1 → C2 ) w (C2 → C3 ) . . . w (Cn−1 → Cn ) ,

(3.1)

where ρ(C1 ) is the probability of the first state in the chain. An observable O can be
defined as a function of a single configuration f (Ck ), or as a dynamical observable
that is an average over the history of the Markov chain {C},
On ({C}) =

n
1X
f (Ci ) .
n i=1

(3.2)

Another class of dynamical observables, used for current-like variables where
changes between states are important, has the form
X
1 n−1
On ({C}) =
f (Ci , Ci+1 ) .
n i=1

(3.3)

In the mindset of LDT, we aim at describing the probability distribution of the observable, P (On = m), given P ({C}) that is the description of our model. We make use
of the Gärtner-Ellis theorem and determine the SCGF θ(s). The underlying structure
of a homogeneous Markov chain allows a simplification of the moment generating
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function (the expectation value of the exponent) appearing in the definition (2.17)
of θ(s). For a current-like variable On the moment generating function becomes
D

E

ensOn =

X

ensOn P ({C}),

(3.4)

C1 ,C2 ,...,Cn

=

X

ρ (C1 ) w (C1 → C2 ) esf (C1 ,C2 ) . . . w (Cn−1 → Cn ) esf (Cn−1 ,Cn ) ,

C1 ,C2 ,...,Cn

(3.5)
whereby the transition probabilities w (Ci → Ci+1 ) and rates f (Ci , Ci+1 ) have been
0
es (C, C 0 ) = w (C → C 0 ) esf (C,C ) or in matrix form
grouped. We define them as w
es ]C,C 0 = w
es (C, C 0 ). This is the so-called tilted transition matrix, appearing n − 1
[w
times in each term of Eq. (3.5). It is no longer a stochastic matrix, as the addition of
the exponential no longer guarantees the sum of each row to be equal to 1. Rather,
it has to be viewed as a matrix combining the dynamical properties of the system
(transition matrix) and an observable (via the function f ). As the sum extends over
all possible configurations of {C} the w̃s are identical, allowing us express the result
as
D
E X

esn−1 ρ ,
ensOn =
w
(3.6)
j

j

viewing ρ as the vector specifying the initial configuration. The result of the above
es , for a complete view see [8].
expression (3.6) depends on the properties of matrix w
es has one dominant
If it is ergodic, which is the case for all problems in this thesis, w
eigenvalue λ and the sum reduces to the n-th power of this eigenvalue, such that
D

E

ensOn = λn .

(3.7)

This gives the SCGF the simple form
θ(s) = lim

n→∞

= ln λ.

1
lnhensOn i,
n

(3.8)
(3.9)

es and determining its largest
Calculating the SCGF now comes down to constructing w
eigenvalue. Following this we can describe statistical properties of the observable by
analysing θ(s) or by determining the rate function itself via a Legendre transform.

Once again an analogy between LDT and statistical physics is present. The moment
generating function hensOn i is analog to the partition function in statistical physics.
The derivation done here is similar to the transfer-matrix method [20, 21], where
the partition function is written in a simpler form involving the eigenvalues of
es we used here. In the
the transfer matrix, equivalent to the the tilted matrix w

3.2 Discrete-time Markov dynamics
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transfer-matrix method the free energy is written as the natural logarithm of the
largest eigenvalue of transfer matrix, which we recognise as Eq. (3.9).

3.2.1 Example: Random walker

A simple model with a bounded state-space is that of a random walker on a ring.
We have a single particle that takes on one position of L states. Every time step the
particle hops to the left or the right with probabilities q and p respectively, obeying
p + q = 1. The positions on the ring have periodic boundary conditions, such that
after a jump to the left from state 1 the particle ends up in state L. For the sake
of simplicity and of ease of notation of the matrices let us take the number of site
on the ring to be L = 4. From the setup of our system we construct the transition
matrix


0
p
0
q



q

w=
0





0 p 0


(3.10)

,

q 0 p


p 0 q 0



and write the four possible states as |C1 i , |C2 i , |C3 i , |C4 i. We also define an observable, for which we take the particle current J, which increases for every jump to the
right and decreases for jumps to the left. Using LDT for discrete-time Markov chains,
we describe this current in the large time limit (or n → ∞). The J is a dynamical
observable of the form Eq. (3.3), where

f (Ci , Cj ) =


1

if |Cj i = |Ci+1 i,

−1

if |Cj i = |Ci−1 i,

(3.11)

We now modify each entry in the transition matrix of Eq. (3.10) with exp(sf (Ci , Cj )).
The elements with p correspond to jumping to the right and thus with a multiplication
of exp(s). Similarly we multiply q with exp(−s) resulting in the tilted matrix


 0

qe−s


es = 
w

 0



pes
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pes

0

0

pes

qe−s

0

0

qe−s



qe−s 


0 


.

pes 

0



(3.12)

es is found to be pes + qe−s with
After a short calculation the largest eigenvalue of w
normalised eigenvector ( 12 , 21 , 21 , 12 ) from which we conclude the SCGF is given by

θ(s) = ln(pes + qe−s ).

(3.13)

Instead of taking the Legendre transform to determine the rate function we look at
the first cumulant to find the mean current, which is
hJi =

∂θ(s)
∂s

s=0

= p − q,

(3.14)

as expected for a one-dimensional random walker. The second cumulant equals the
current’s susceptibility
∂ 2 θ(s)
hχi =
= 4pq.
(3.15)
∂s2 s=0
We will note that the eigenvector corresponding to the largest eigenvalue can be
interpreted as the limiting stationary distribution (see section 3.4) and that each site
is occupied with probability 1/4.

For other examples we refer to [8].

3.3 Continuous-time Markov dynamics
Many random processes have a discrete state space, but unlike the dynamics discussed in section 3.2 the time spent in states can be stochastic rather than fixed.
Examples of this type include radioactive decay and animal population models, i.e.
the birth and death process [22]. We will adopt a similar approach as in the discretetime case, using the moment generating function to define a tilted matrix, whose
largest eigenvalue is used to determine the SCGF corresponding to an observable.

Also here we start from the transitions in the chain. To characterise a continuoustime Markov process, the introduction of a quantity like the transition matrix for
discrete-time Markov dynamics is needed. The transition rates W (C → C 0 ) fulfill this
role. They are like an infinitesimal version of the conditional probabilities contained
in the transition matrix. The rates also determine the time spent in configuration C
before transitioning to C 0 , it is exponentially distributed with rate W (C → C 0 ).

3.3 Continuous-time Markov dynamics
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Consider the probability P (C, t) of residing in state C at time t. The time evolution
of this quantity is directly described by the master equation,
∂t P (C, t) =

X

W C 0 → C P C 0 , t − r(C)P (C, t),




(3.16)

C0

|

{z
in

}

|

{z

out

}

where we identify the first term as configurations changing to state C (in) and the
second term as C changing to a different state (out), given by the rate of escape
r(C) =

X

W (C → C 0 ).

(3.17)

C0

In this way the dynamics are solely dependent on the transition rates. The master
equation is commonly denoted in matrix form,
∂t |P (t)i = G |P (t)i ,

with

|P (t)i =

NC
X

P (Ck , t) |Ck i .

(3.18)

k

|P (t)i is the state vector which consists of the probabilities P (C, t) for the system
to be in configuration C at time t. The probability to be in configuration C at time
t is then given by hC|P (t)i. We use the h...| notation to denote a row vector and
Dirac notation for the inproduct [23]. On the right-hand side of master equation
Eq. (3.18) we find what is known as the generator G of the Markov process and its
elements can be identified by inspection of Eq. (3.16),
[G]C,C 0 = [W ]C 0 ,C − r(C)δC,C 0 ,

(3.19)

still recognising the ‘in’ and ‘out’ parts. In a given time interval the system visits a
number of configurations C which determines the history {C} of the system. The
history consists not only of the Markov chain describing the visited configuration,
but also of the times at which the transitions occurred. The number of transitions
is usually called the activity of the system and is denoted as K. The number of
transitions in a fixed amount of time is a fluctuating quantity.
We can write time-integrated observables as a sum over the number of transitions,
OA ({C}) =

K−1
X
i=0

α(Ci , Ci+1 ),

OB ({C}) =

K
X

β(Ci ).

(3.20)

i=0

As in section 3.2, we have simple averages (3.2) and current-like averages (3.3). We
will continue using current-like observables. The activity K counts the number of
transitions and can be found by setting α(Ci , Ci+1 ) to one in the above definition.
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With this general notion of observables we can now introduce conditional probabilities. Consider the probability of being in state C at time t while simultaneously
having value A for observable OA . Denoting this probability as P (C, A, t) it also
obeys a master-like equation,
∂t P (C, A, t) =

X

W C 0 → C P C 0 , A − α(C 0 , C), t − r(C)P (C, A, t) ,




(3.21)

C0

|

{z

}

going to C with value A

|

{z

}

exiting C with value A

where similarly to Eq. (3.16), we identify the first term as the transition to state C
from state C 0 which will add α(C, C 0 ) to A − α(C, C 0 ), ending with value A for the
observable OA . The second term denotes the configuration leaving the state C with
value A.

This is the quantity of interest, a probability distribution over the values of an
observable A and knowledge of this distribution allows us to determine the typical
values of the observable and characterise its fluctuations.

Similar information is contained in the Laplace transform of P (C, A, t), given by
PA (C, s, t) =

X

D

E

esA P (C, A, t) = esOA ,

(3.22)

A

where we identified it as the moment generating function of OA . The master
equation (3.21) becomes
∂t PA (C, s, t) =

X

0

W C 0 → C esα(C ,C) PA−α C 0 , s, t − r(C)PA (C, s, t).




(3.23)

C0

or put in matrix-form
e s |PA (t)i ,
∂t |PA (t)i = G

(3.24)

where
0

e s ] 0 = W C 0 → C esα(C ,C) − r(C)δ 0
[G
C,C
C,C


(3.25)

is known as the tilted generator. To avoid confusion we mention that this modified
version of the generator is no longer a physical generator of a Markov process,
but must be interpreted as combining the generator and the observable dependent
function α.

e s shows that its largest eigenvalue
An eigendecomposition of the tilted generator G
is exactly the SCGF. In an eigendecomposition a matrix is represented in terms of its

3.3 Continuous-time Markov dynamics
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eigenvalues and eigenvectors. This is done using both the left eigenvectors hLn | and
right eigenvectors |Rn i, defined as
e s = λn hLn | ,
hLn | G

e s |Rn i = λn |Rn i ,
G

(3.26)

for eigenvalues λ0 > λ1 > . . . . In general the left eigenvector hLn | of a matrix is
computed by calculating the right eigenvector of the conjugate transpose of the
e s is given by
matrix. The eigendecomposition of G
es =
G

X

λn |Rn i hLn | .

(3.27)

n

Defining λ ≡ λ0 , |Ri ≡ |R0 i and hL| ≡ hL0 |, we have for large times
eGs t ≈ |Ri hL| eλt ,
e

(3.28)

as all other terms are exponentially smaller than the one with largest eigenvalue
λ. Therefore, in the long time limit the general solution of master equation (3.24)
reduces to
e
|PA (t)i = |P (t = 0)i eGs t ≈ |Ri eλt hL|P (t = 0)i ,
(3.29)
e s is identified as the scaled cumulant generating
such that the largest eigenvalue of G
function for OA /t,
OA
1
θ(s) = lim ln est t
t→∞ t





= lim

t→∞

1
ln |PA (t)i = λ.
t

(3.30)

Once again we reduced the determination of θ(s) to solving an eigenproblem,
e s |Ri = θ(s) |Ri .
G

(3.31)

e s , which is a modified version
It is the largest eigenvalue of the tilted generator G
of the generator where the off-diagonal part is multiplied by exp(sα(C, C 0 )). The
system and observable A can further be studied using techniques from chapter 2.
Here we will note that a very similar derivation can be followed when dealing with
observables of the form OB of Eq. (3.20). In that case not the off-diagonal part of
the generator is changed, but the terms sβ(C) are added to the diagonal [24, 16].
Still, the SCGF is equal to the largest eigenvalue of this tilted generator. For a more
comprehensive review of dynamic Markov systems see [6, 25, 26].
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3.4 Eigenvectors
The state vector |P (t)i at time instant t can be decomposed in the configuration
basis
X
|P (t)i =
P (Ci , t) |Ci i .
(3.32)
i

Using the orthonormality of the |Ci i this allows us to obtain the probability of
the system being in a specific configuration |Ck i at time t by evaluating hCk |P (t)i,
effectively selecting the k-th element of the state vector. In the long time limit, given
by Eq. (3.29), the state |P (t)i converges to the associated right eigenvector |Ri of
the largest eigenvalue of Gs at s = 0. Positive or negative values of s favour histories
with non-typical values of the observable under consideration. We therefore identify
|Ri as the stationary probability distribution of all possible configurations. With
the stationary distribution we can explore local observables Oi by inserting the
appropriate operator between the left and right eigenvector [25],
Oi = hL|oi |Ri .

(3.33)

For example the local density is given by
ρi = hL|ni |Ri .

(3.34)

where ni selects the configurations where site i is occupied.

Summarising chapter 3, we have seen how quantities stemming from large deviation
theory can be connected to Markov dynamics. We have introduced the tilted
transition matrix and the tilted generator, combining the system properties with
those of a chosen observable. The dominant eigenvalue of these is related to the
SCGF θ(s), reducing the determination of θ(s) to solving an eigenproblem. The
associated eigenvector |Ri is also useful, as it describes the probability distribution
of the configurations after long time. Together with the left eigenvector, which is
determined from the conjugate transpose of the tilted matrix, one can also calculate
expectation values of local observables.

3.4 Eigenvectors
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Many-body physics is mainly concerned with describing macroscopic properties of
a collection of particles. Basic propositions of the system constituents are made,
i.e. what they are and how they interact. Following this, a system consisting of a
large number of these is described and the macroscopic properties of the system are
identified. Many-body physics attempts to treat all particles in the system. Because
of this, the number is usually around ∼ 10−100. For larger systems (∼ 1023 ) statistical
mechanics is used, where microscopic detail is lost. Even simple interactions between
the substitutes often lead to emergent and interesting macroscopic properties. The
whole is more than the sum of its parts. Interactions give rise to macroscopic
quantities such as heat capacity or the flow of a current. Classic examples of
emergent features include phase transitions in the states of matter and magnetic
systems [27]. Emergent features are also present in epidemiological network models
[28] and econophysics [29].
Understanding emergent properties and their origin is important as it provides
valuable insight in a system. This knowledge might be used to design new materials
with advantageous properties or take necessary precautions in time of a global
pandemic.
Our reason of interest in the quantum many-body problem lies in the many similarities with the Markov systems from chapter 3. The probability based classical state
|P (t)i is analogous to what will be introduced as the quantum wave function. The
determination of the SCGF was reduced to the calculation of the largest eigenvalue
e s . This eigenproblem suffers from the same scaling problem
of a tilted generator G
as the determination of expectation values on wave functions. Further, the calculation of the SCGF is analog to what is arguably the most important procedure in
many-body physics, the determination of the ground-state energy.
In section 4.1, we introduce quantum many-body physics and illustrate the unfavorable scaling that accompanies it. The important connection is made between
the probability based classical states of LDT and quantum states. The variational
principle states that the energy of any quantum state of a system is always equal
or greater than the ground-state energy of the system. The principle gets proven in
section 4.2 and it provides the backbone of one of the most successful techniques
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in physics, the variational method, which constitutes the topic of discussion in the
remainder of this chapter. The method approximates a quantum state by using
a number of variational parameters which are iteratively updated to improve the
approximation.

4.1 Quantum Many-Body Physics and Scaling
In a quantum system, a single particle is described by a quantum state. For example
the state of a quantum mechanical spin is expressed by |si = a |↑i + b |↓i, where
a and b are subject to |a|2 + |b|2 = 1. Upon a measurement or interaction, the
probability of the spin being either up or down is given by the squared overlap
| h↑ |si |2 = |a|2 and | h↓ |si |2 = |b|2 respectively. All possible states of the particle
form the Hilbert space H1 and is spanned by the vectors
 

1

|↑i ≡   ,
0

 

0
|↑i ≡   .
1

(4.1)

The dimension of the single-spin Hilbert space is dim(H1 ) = 2. Take a lattice with N
spin sites, each described by its single-particle wave function |si i, where i denotes
the site. The total system is described by the N -body wave function, for which we
take the direct product of individual states
|Ψi = |s1 i ⊗ |s2 i ⊗ ... ⊗ |sN i .

(4.2)

This wave function lives in the Hilbert space given by
HN = H1 ⊗ H1 ⊗ ... ⊗ H1 ,
|

{z

N factors

(4.3)

}

and has dimension
dim(HN ) = dim(H1 ) × dim(H1 ) × ... × dim(H1 ),
{z

|

N factors
N

=2 ,

(4.4)

}

(4.5)

scaling exponentially in function of the number of spin sites. This exponential scaling
is known as the ‘curse of dimensionality’. The 2N different spin combinations on the
lattice define a configuration basis {|xi}, which span the Hilbert space HN . Not all
state of Hilbert space HN take on the separable form of Eq. (4.2), which is know as a
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product state and has no quantum entanglement between individual sites. A general
N -body wave function consists of a superposition of each of the 2N configurations,
written as
N

2
X

|Ψi =

ck |xk i .

(4.6)

k=1

Again, the probability of the system residing in configuration |xk i is given by
| hxk |Ψi |2 = |ck |2 . The wave function is the central object in quantum many-body
physics as it contains a large amount of information. Quantities such as the total
magnetisation or energy of the system can be determined by calculating expectation
values. The expectation value of an operator, for example the Hamiltonian H, on
the normalised wave function is given by
hHi = hΨ|H|Ψi ,

(4.7)

in Dirac notation. This can be rewritten as
N

hHi =

2
X

En | hΨ|ψn i |2 ,

(4.8)

n=1

where En and ψn are the eigenvalues and eigenvectors of H. The evaluation comes
down to diagonalising the matrix representation for H in the configuration basis.
The matrix H then consists of the elements
[H]k,k0 = hxk |H|xk0 i .

(4.9)

Diagonalisation quickly becomes impractical due to the exponential scaling of the
Hilbert space and one must resort to other techniques. In the next sections we
develop to such a technique, known as variational Monte Carlo (VMC).

We note again the similarity with quantities from chapter 3. The probabilities of
configurations were given by a state vector |P (t)i in the configuration basis, namely
Eq. (3.32). This is similar to Eq. (4.6) but |P (t)i is pure real whereas the wave
function |Ψi written in the configuration basis can consist of complex values. There
is a one-to-one correspondence between the basis elements |Ci of the probability
based classical states and the |xi in a quantum spin system. The determination
e s , is
of the SCGF, the calculation of the largest eigenvalue of a tilted generator G
analogous to diagonalising the quantum Hamiltonian of Eq. (4.9).

4.1 Quantum Many-Body Physics and Scaling
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4.2 The Variational Principle
Suppose we have a system that is described by a Hermitian Hamiltonian H. The
variational principle states that the expectation energy of any state |Ψi must be
equal or larger then the ground-state energy E0 . The eigenvectors |ψn i of H span
the Hilbert space so |Ψi can be written as
|Ψi =

X

cn |ψn i ,

(4.10)

n

for complex coefficients cn . Assuming the |ψn i are orthonormal, hψn |ψm i = δn,m , the
P
normalisation of Ψ implies n |cn |2 = 1 and the cn are determined by the overlap
cn = hψn |Ψi. The expectation energy of |Ψi is
hΨ|H|Ψi =

*
X

+

cm ψm | H |

m

=

(4.11)

cn ψn

n

XX
m

X

c∗m En cn hψm |ψn i =

n

X

En |cn |2 .

(4.12)

n

The ground-state energy E0 is the lowest of the eigenvalues En , therefore we have
!

hΨ|H|Ψi =

X

2

En |cn | ≥

n

2

(4.13)

for any |Ψi.

(4.14)

E0

X

|cn | = E0 ,

n

resulting in the variational principle,
hΨ|H|Ψi ≥ E0 ,

4.3 Variational Method
The variational principle Eq. (4.14) holds for any wave function, allowing one to
specify a parameter dependent one, ΨW . Once a parameter dependent form is
chosen, the variational parameters W completely define the wave function. A choice
for ΨW is called a variational ansatz. For such an ansatz, the wave function is
constrained to have the specific form ΨW , in fact limiting the Hilbert space to a
variational subspace. To describe more complex systems a more complicated ansatz
with a larger number of variational parameters is required in order to capture details.
This is referred to as the expressivity of the ansatz. For a given Hamiltonian H
the parameters W determine the energy E(W) ≡ hΨW |H|ΨW i of the variational
state. The variational method aims to systematically optimise the (possibly many)
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parameters W in order to lower the energy E(W). The wave function resulting from
this procedure is then an approximation of the ground-state wave function.
Optimise W s.t. E(W) ≈ Egs =⇒ ΨW ≈ Ψgs .

(4.15)

The optimisation is done by determining the parameters W that minimise the
expectation value of the energy
(4.16)

min E(W).
W

Many techniques are based on the variational method, including the Hartree-Fock
method [30] and the density matrix renormalization group (DMRG) method used
to obtain the lowest-energy matrix product state (MPS) wave function [31]. Of
special interest is the VMC procedure, which will prove useful in chapter 5, where a
variational ansatz called neural network quantum state (NQS) is discussed.
The tilted generator of section 3.3 (which acts as the negative Hamiltonian) is
rarely Hermitian and the variational method can not be applied directly because of
complex energies, hindering the minimisation in Eq. (4.16). However, a generalised
variational principle exists that holds for non-Hermitian Hamiltonians [32]. The
generalised principle states that there is no one-sided bound to the expectation
energy but there is a stationary value for which
∂E(W)
= 0,
∂Wk

(∀ Wk ∈ W),

(4.17)

in the ground state ΨW = Ψgs . This principle allows the use of the variational
method when applied to non-Hermitian systems.

4.4 Variational Monte Carlo
Having selected a representation of the quantum wavefunction ΨW , we fine-tune
the variational parameters W to best represent the ground state. As mentioned in
section 4.3, the parameters are updated to minimize the variational energy E(W).
This is done by calculating the gradients of the energy with respect to the parameters
and updating them by
∀ Wk ∈ W :

Wk → Wk − η

∂E(W)
,
∂Wk

(4.18)
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where η is a small parameter specifying the step size. The value of η is part of the
choices to be made at the start of the calculation. This method of updating the
variational parameters is known as steepest descent [33]. Calculating the energy
of a variational state is an important part of this process. We might be tempted
to calculate the energy as in Eq. (4.11), by selecting a basis and calculating the
overlap hxk |ΨW i for each of the basis states. In an exponentially scaling Hilbert
space this becomes increasingly hard and generally one does not have full access
to the variational wavefunction ΨW . The calculation is non-trivial. VMC provides
a solution to this problem, estimating the energy by sampling states of the large
Hilbert space.

More formally, the energy expectation value
E(W) =

hΨW |Ĥ|ΨW i
hΨW |ΨW i

(4.19)

is minimized by optimizing the variational parameters W. In VMC the expectation
value is written as
P
x hΨW |xi hx|Ĥ|ΨW i
E(W) = P
,
x hΨW |xi hx|ΨW i

(4.20)

where we inserted resolutions of the identity in terms of the basis elements |xi and
the sum extends over all basis elements. After introducing the local energy eL (x)
and the distribution p(x) as
eL (x) =

hx|Ĥ|ΨW i
hx|ΨW i

hx|ΨW i2
and p(x) = P
2,
x hx|ΨW i

(4.21)

the energy is interpreted as the average of the local energy eL (x) over the probability
distribution p(x), namely
E(W) =

X

p(x)eL (x).

(4.22)

x

Note that this representation does not solve our problem at all, as both the summation in Eq. (4.22) and the sum in the denominator of p(x) extend over all basis
elements which come along with the curse of dimensionality.
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In practice, Ns configurations {x} are sampled in order to approximate the probability distribution p(x), allowing us to approximate the mean of the corresponding
local energies
Ns
1 X
eL (xn ).
(4.23)
E(W) ≈
Ns n
The probability distribution p(x) is no longer present in Eq. (4.23) as it is accounted
for during sampling. In section 4.5 we describe how the Metropolis-Hastings algorithm is used to generate a sequence of configurations {x} where configurations
appear according to p(x) while avoiding the computation of the problematic denominator of Eq. (4.21).
Under conditions of sparse Hamiltonians, i.e. the Hamiltonian matrix Eq. (4.9) has
few non-zero elements, calculating the local energy can be done efficiently. Because
of the sparsity, hx|Ĥ|ΨW i consists of few terms Hxx0 hx0 |ΨW i, where Hxx0 = hx|H|x0 i.
What is left is calculating the overlap hx0 |ΨW i. This is done using the variational
parameters or directly given by the ansatz, as is the case for NQS.
The above derivation can be done for arbitrary operators, so their expectation values
can be calculated similarly. In particular, this allows the gradients of the energy
with respect to the variational parameters to be determined, leading to methods
such as stochastic reconfiguration (SR). Sometimes small changes in the variational
parameters result in a large change in the wavefunction. SR improves on the steepest
descent method by taking this effect into account [33].
In summary, the VMC procedure determines expectation values of sparse operators
by sampling states from p(x) and calculating their local energies eL (x).

4.4.1 Zero variance property
Introduce the variational state |ΨW i corresponding to an eigenstate of the Hamiltonian. This is characterised by
H |ΨW i = E(W) |ΨW i .

(4.24)

Hence, the local energies eL (x) are given by
eL (x) =

hx|Ĥ|ΨW i
hx|ΨW i
= E(W)
= E(W),
hx|ΨW i
hx|ΨW i

(4.25)
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and are independent of the configuration or basis element |xi. Therefore, the
variance of the local energies is zero and the mean is equal to the exact eigenvalue
E(W).
The closer |ΨW i approaches an eigenstate of H the smaller the variance of eL (x).
Indeed, the energy variance of the variational state is given by [33]
σ2 =

hΨW |(H − E(W))2 |ΨW i
= he2L i − heL i2 = var(eL ).
hΨW |ΨW i

(4.26)

In deriving this expression use has been made of
hΨW |H 2 |ΨW i
=
hΨW |ΨW i

P
X
x hΨ|H|xi hx|HΨW i
P
=
e2L (x)p(x) = he2L i .
x hΨW |xi hx|ΨW i

(4.27)

x

The above proves that the energy variance of the wavefunction is equal to that of
the local energies and that if var(eL ) vanishes the variational state corresponds to
an eigenstate.
The property Eq. (4.26) gives an objective criterium tot determine the convergence
status of a variational ansatz ΨW to an eigenstate, with a clear minimum when it is
zero. By contrast, the ground-state energy has no such property and there is no way
to indicate if the current variational energy is the lowest one. Note that the zero
variance property holds for all eigenstates, not just the ground state and that the
variance of eL (x) might be small during the variational determination of the ground
state when |ΨW i is actually an exited state.

4.5 The Metropolis-Hastings Algorithm
The Metropolis-Hastings algorithm can draw samples (configurations) from a distribution p(x) when direct sampling is difficult. It provides a scheme to generate a
Markov chain of samples that are distributed according to p(x). The algorithm is the
most widely used Markov chain Monte Carlo (MCMC) method. We start by choosing
any transition probability T (x → x0 ) that is ergodic. From an initial state x a new
state x0 is generated using T (x → x0 ) and is accepted with rate


A(x0 , x) = min 1,
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p(x0 )T (x0 → x)
.
p(x)T (x → x0 )


(4.28)

If x0 is rejected the next state in the chain is x and we continue proposing a new state.
If x0 is accepted we carry on with x0 and use the transition probability T (x0 → x00 ) to
propose new states. The resulting conditional probability is
K(x0 |x) = A(x0 , x)T (x → x0 ),

(4.29)

for x0 6= x. If x0 = x the conditional probability should be fixed using the normalisaP
tion of x0 K(x0 |x) = 1. This conditional probability is used to construct the master
equation for the associated Markov chain,
ρn+1 (x) =

X

K(x|x0 )ρn (x0 ),

(4.30)

x0

where ρn (x) is the probability distribution generated by the chain at iteration n. The
idea is that, if detailed balance, given by
K(x0 |x)p(x) = K(x|x0 )p(x0 ),

(4.31)

is obeyed, after many iterations a stationary distribution will be obtained where
ρ(x) = p(x). Subsequently, the states in the Markov chain are distributed according
to p(x).
As the desired distribution p(x) appears only in the form p(x0 )/p(x), it suffices to
know p(x) up to a constant factor. This addresses the curse of dimensionality for
the denominator in Eq. (4.21) of the VMC procedure. Note that T (x → x0 ) can
be chosen with great freedom, allowing the user to optimise the algorithm and
influence the average acceptance rate hAi. For computational purposes a general
guideline is to aim for hAi of the order 0.5.

4.6 General Bra & Ket States
As described in section 4.4, the VMC method provides a procedure to obtain expectation values of operators such as the energy of a variational ansatz. Consequently,
the variational parameters can be updated to reach lower energy configurations.
Inspired by Eq. (3.33), it will be useful to repeat the derivation of section 4.4 for
more general observables.
This method will be used to describe certain quantities after VMC has been used to
obtain an approximation of the ground state, therefore we drop the parameter W

4.6 General Bra & Ket States
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argument and subscripts. The observable under consideration is of the following
form,
hφ|Ô|ψi
hOiφψ =
,
(4.32)
hφ|ψi
where hφ| and |ψi are not necessarily each others hermitian conjugate. Following
the derivation of VMC, we write the observable as
hOiφψ =

hφ|Ô|ψi
,
hφ|ψi

P
x hφ|xi hx|Ô|ψi
,
= P
x hφ|xi hx|ψi
P
hφ|xi hx|ψi oL (x)
= xP
,
x hφ|xi hx|ψi

=

X

pe(x)oL (x),

(4.33)
(4.34)
(4.35)
(4.36)

x

which once again can be interpreted as a local observable oL (x) averaged over a
probability distribution pe(x). The local observable has the same form as in standard
VMC, and is dependent on |ψi as
oL (x) =

hx|Ô|ψi
.
hx|ψi

(4.37)

The probability distribution differs, it is given by
hφ|xi hx|ψi
pe(x) = P
,
x hφ|xi hx|ψi

(4.38)

as this time hx|φi 6= hx|ψi. Once again a Markov chain is introduced in which
states |xi are visited according to distribution pe(x). Following this, one can evaluate
hOiφψ of Eq. (4.33) as the mean of the local observable oL (x) over the visited
configurations,
Ns
1 X
hOiφψ =
oL (xn ).
(4.39)
Ns n=1
The Markov chain of Ns configurations is generated using the Metropolis-Hastings
algorithm outlined in section 4.5.
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Neural Network Quantum
States

5

Chapter 4 outlined how a variational ansatz is used to approximate quantum states
and expectation values of their observables. More specifically they can approximate
the ground-state energy and wave function. Recently, artificial neural networks
(ANNs) have been shown to successfully fulfil the role of variational ansatz [1]. Depending on the precise architecture they can properly represent quantum states with
specific properties such as entanglement [34] or improve on alternate approaches
[35]. This chapters concerns the use of ANNs in the variational method. We first
give a brief introduction to neural networks. We then explain how a wave function
is represented using a neural networks and present some network models.

5.1 What Are Neural Networks?

Fig. 5.1: The structure of a feed-forward neural network. Information is presented at the
input layer, after which it is passed through the hidden layers. Finally an output
layer is present, consisting of one (or possibly more) output nodes.

ANNs or neural networks consist of many nodes that are interconnected. The
name and structure are inspired by the human brain. Generally, not all nodes in
neural networks are connected, most often the network is divided into layers and
connections are present between subsequent layers. As shown in Figure 5.1, an
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input layer is followed by a number of hidden layers and finally an output layer
is present. The idea is that one provides an input to the input layer and that the
network predicts the output. The input is fed through the different layers where
many mathematical operations take place, mostly in the form of multiplications and
additions, characterised by the weights and biases. These weights and biases are the
network parameters and determine the output for a given input. ANNs are mostly
used in machine learning applications, where the parameters are adjusted to match
the output on a given input to a specified target. The adjustment of the parameters
is done iteratively in what is known as the training phase. During training, many
input-target pairs are provided and the prediction of the network on a specific input
is compared to its target. The deviation between the specified target and the actual
prediction provides a function to be minimised, the loss function. When the network
has been trained, it has ‘learned’ to recognise important features or correlations in
its input data and the model can be used to predict the output for unlabelled data.
For example, an ANN might be trained to predict a person’s height based on properties such as age, body mass and gender. The network would have three input
nodes (input dimension 3) where numeric values would be provided for each of the
properties. The output layer has a single node returning the predicted height.
A network could also be trained to predict if an image contains a cat or not. Thereby
an image is provided as input. For each pixel we have an input node specifying
its brightness. The output consists of two nodes, the predicted probabilities of the
image containing a cat or not.

5.2 Neural Networks as Variational Ansatz

Fig. 5.2: The use of neural networks as variational ansatz for spin systems. The ANN
represents the variational ansatz |ΨW i. A spin configuration |xi is presented at
the input layer and the ANN returns the complex amplitude hx|ΨW i.
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An ANN is essentially a parameter dependent function returning an output for a given
input. Take the spin system of section 4.1. For the ANN to be a useful variational
ansatz, it should provide amplitudes hx|ΨW i. The basis elements |xi consist of 2N
spin configurations on a lattice of N spins. A network of input dimension N and a
single (complex) output suffices to determine hx|ΨW i. A specific spin configuration
for the N lattice sites is presented at the input using binary values at the N inputs.
In this way each configuration |xi can be passed though the network. The output
is interpreted as the complex overlap ΨW (x) ≡ hx|ΨW i. The ANN forms a ‘neural
network quantum state’ (NQS) denoted as ΨW (x). The terms ‘machine’, ‘model’ and
‘network’ are also used to describe the NQS. In general, the weights and biases for a
NQS are complex numbers but for the probability based classical systems described
in LDT real numbers suffice. The reason is that the overlap hx|P (x)i is real and
positive upon describing the state vector |P (t)i.

5.2.1 Feedforward Neural Network
One of the simplest and earliest ANNs is the feedforward neural network (FFNN).
This ANN consists of multiple fully connected layers, where all nodes in one layer
are connected to the nodes of the next layer. A machine consists of an input layer,
nh hidden layers, and an output layer. The number of nodes (dimension) in the
hidden layers can vary throughout the network but for simplicity is kept constant
for all hidden layers and is denoted by Nh . Equivalently, it is described by the ratio
α = Nh /N of the hidden layer dimension to the input layer dimension N . The
input is represented as vector x and the values of the nodes is contained in the nh
hidden vectors hj . The output of the network is a single complex amplitude ΨW (x)
describing the wave function overlap with the input x. All relations are given by
(5.1)

h1 = f (xw0 + b0 ),
hj+1 = f (hj wj + bj ),

for j ∈ {1, ..., nh − 1}

ΨW (x) = f (hnh wnh + bnh ),

(5.2)
(5.3)

where wj and bj are d = nh + 1 weight matrices and bias vectors. The number d is
called the depth of the network and together with α, it determines the expressivity of
this network. Each transformation is followed by a non-linear activation function f , a
necessary requirement to represent complicated systems [36]. Without a non-linear
function the output would just be a linear combination of the input (representable
without hidden layers) reducing the expressivity of the ansatz considerably. The sets
{wj , bj } contain all the variational parameters W of the NQS.

5.2 Neural Networks as Variational Ansatz
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5.2.2 Restricted Boltzmann Machine
One of the most frequently used ANNs in quantum many-body physics is the restricted Boltzmann machine (RBM) [1]. This model consists of the visible units xi
(input) and hidden units hj , which take on binary values. These units, along with
the biases and connections between them, define the energy
E(x, h; W) = −

N
X

ai xi −

i=1

M
X

bj hj −

j=1

N X
M
X

(5.4)

wij xi hj .

i=1 j=1

This energy is not to be confused with the energy of a NQS, it is merely an intermediate step to define the the wave function described by the RBM. The set W = {a, b, w}
contains all the variational parameters and defines the NQS |ΨW i. The number of
hidden units determines the expressivity of the network and is characterised by the
number α = M/N describing the ratio of hidden to visible units. The energy defined
in Eq. (5.4) is used to define the wave function by
ψ(x) = hx|ΨW i =

X

e−E(x,h;W) ,

(5.5)

h

reminiscent of the Boltzmann distribution after which the network is named. The
output of the network is again a single complex amplitude describing the overlap
ΨW (x). The network is called restricted as only connections between visible and
hidden units are allowed. Explicit summation over the hidden units results in a
popular way of writing the wave function of an RBM, namely
hx|ΨW i = e

P
i

ai xi

×

M
Y



Fi (x),

where

i=1

Fi (x) = 2 cosh bi +

N
X



wij xi  . (5.6)

j

The advantage of this notation is the interpretation of the number of hidden units
M , which plays a role analogous to the bond dimension of MPS [1]. We note that
the RBM is a special type of a simple convolutional ANN, which is described next.

5.2.3 Convolutional Neural Network
As the number of spins on the lattice (input dimension N ) grows, the amount of
parameters in a FFNN quickly increases. Furthermore, as the layers in the FFNN
are fully connected a large amount of computational power is spent on interactions
between distant sites, for which interconnectedness might be very weak. A solution
to these issues is provide by the use of convolutional neural networks (CNNs).
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Fig. 5.3: Left: the application of a convolutional filter. The filter is swept across its input and
produces a number for each position. Right: the structure of a general CNN. One
or more convolutional layers are present, creating a stacked layer for each filter.
The stacked layers are flattened and fully connected layers reduce the dimension
to the desired output dimension.

Inspired by neurophysiological experiments of the visual cortex [37], some of the
hidden units in CNNs are only connected to local units of the previous layer, they have
a local receptive field. This is done using convolutional layers. A local mask or filter
is swept across the input of the layer, producing a number for each position of the
filter. The filter output is formed by summing the filter input multiplied by the filter
numbers. An example is presented on the left of Figure 5.3. It shows a convolutional
layer being applied to a spin configuration being presented at the input, but the input
could equally well be the output of a previous convolutional layer. Notice that the
number of filter positions, and therefore the output dimension of the convolutional
layer, is lower than the convolutional layer input dimension. This is referred to as a
border effect and can be problematic for small input dimensions. Optionally, one
could pad additional nodes to the left and right of the convolutional layer input,
such that the number of filter positions matches the input dimension. Typically,
multiple filters are used, combining local values in different ways. The number of
filters per convolution is denoted by nf . Each filter produces an output, resulting
in stacked layers. Convolutional layers are also followed by the application of an
activation function. Once the input has gone through one or more convolutional
layers the stacked layers are flattened, a wide layer is constructed containing the
previous results. After this, the resulting values are combined using a number of
fully connected layers. The general structure of a CNN is shown on the right of
Figure 5.3, where two convolutional layers (each with two filters) are followed by
the construction of a wide layer and two fully connected layers. When using CNNs
as variational ansatz the output is again a single complex number ΨW (x).
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5.2.4 Machine Hyperparameters & Scaling
Tab. 5.1: Summary of the hyperparameters for the FFNN, RBM and CNN.

Model

Hyperparameter

FFNN

nh
α
α
nc
nf

RBM
CNN

Description
no.
no.
no.
no.
no.

hidden layers (depth d − 1)
units in a single hidden layer /N
hidden units /N
convolutional layers
filters per convolution

Table 5.1 summarises the hyperparameters and their notation for the FFNN, RBM
and CNN. The input dimension N is fixed by the lattice size of the systems. Both
α’s represent the ratio of hidden dimension to the input dimension such that for
constant α the hidden dimension scales with system size. The idea is that the optimal
hyperparameters are determined for small systems and can be used for larges ones.
For all hyperparameters, a higher value implies more variational parameters and
increasing expressivity of the model.

Fig. 5.4: Scaling comparison of the RBM and CNN. The RBM is characterised by α = 2. The
CNN has two convolutional layers and 8 filters per layer. Left: time per iteration for
different input dimensions. The CNN requires more time for the same system size
and has worse scaling. Right: number of parameters for various input dimensions.

Unfortunately, a larger number of variational parameters increases the time it takes
to optimise them. It will be useful to identify how these scale as a function of input
dimension N . For this we looked at an RBM and a CNN that perform similarly in
describing the asymmetric simple exclusion process of Chapter 6. Figure 5.4 shows
how the number of variational parameters scale as a function of the input dimension
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and how this affects training time. The time per iteration of the RBM is much shorter
compared to the CNN. This argument will provide the motivation to use the RBM
for large system sizes when describing this model in chapter 6.

5.3 Practical Implementation
Netket [38] is an open-source project for the study of many-body quantum systems
with artificial neural networks and machine learning techniques. It is a python
library built on Jax [39]. Netket is an ongoing project and has an active community
bringing almost daily improvements to the source code. Netket is used to solve the
central eigenproblem of LDT applied to models based on Markov processes, given
by Eq. (3.31).
The VMC optimisation implemented in Netket approaches the ground state and
its energy, whereas in LDT one is interested in the largest eigenvalue (energy) of
e s appearing in Eq. (3.31), it is equal to the SCGF θ(s). This
the tilted generator G
e s such that θ(s) is equal to the
inconvenience is solved by defining the negative of G
e s.
negative ground-state energy of −G
In Netket, a quantum many-body state gets determined through the following
steps,
1. Define the Hamiltonian (negative tilted generator)
2. Construct a NQS
3. Optimise the variational parameters using VMC
Due to the unfavorable scaling of the Hilbert space in quantum many-body physics,
specifying the Hamiltonian in matrix form quickly becomes unfeasible. Netket
contains a few predefined Hamiltonians for the transverse-field Ising, Heisenberg
and Bose-Hubbard model. Custom Hamiltonians can be defined by providing pairs
([operator], [sites]) of 2k dimensional matrices (k-local operator) acting on k sites.
The variational ansatz can be specified by predefined models, as is the case for
the widely used RBM, but Netket also provides the Jastrow [35] and MPS ansatz.
More recently, support was added for general networks by creating them in the
flexible neural network library Flax [40]. In this work, use is made of this recently
added feature to define the FFNN and the CNN models. Defining a model involves a
number of hyperparameters, mainly involving the size of the network. The machine
hyperparameters for the models used in this work were summarised in Table 5.1.
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Once the model is defined, its variational parameters should be initialised. This
is done by drawing (complex) numbers from a normal distribution with standard
deviation σ. The value for σ should be chosen carefully and impacts the performance
of the optimisation.
Netket provides an efficient implementation of VMC outlined in section 4.4. Gradients are computed by automatic differentiation [41]. During the calculation of
quantities such as the energy, minimal additional operations allow for an accurate
evaluation of their derivatives. The optimisation gets influenced by multiple factors,
the important ones are:
• The sampler that generates configurations to determine local energies. For
small systems an exact sampler can calculate the probabilities for each configuration. Larger systems have to resort to Metropolis algorithms (section 4.5).
When symmetries or conserved quantities are present, one can use adapted
samplers to improve the acceptance rate.
• The number of samples Ns to average the local energies.
• The optimiser that determines the update rule for the network parameters.
The built-in stochastic gradient descent (SGD) and adamax optimisers were
used. The SGD optimiser iteratively updates the parameters proportional to
the energy gradient
∂E(W)
Wk → Wk − η
,
(5.7)
∂Wk
where η is the learning rate. Adamax improves on this by adapting the learning
rate in accordance with the history of the gradients [42]. The parameter η
serves as the initial learning rate of this optimiser. In the latest version
of Netket, custom optimisers can be defined using the Optax library from
deepmind [43].
• Using stochastic reconfiguration (SR) or not. Small changes in the variational
parameters can result in a large change in the wavefunction. As mentioned in
section 4.4, SR can improve results as it takes this effect into account. [33].
• The number of training steps strongly depend on the learning rate and used
optimiser.
A summary of important optimisation hyperparameters is shown in Table 5.2. The
hyperparameters are interdependent and to determine the optimal ones, all combinations have to be benchmarked. To do this, use is made of efficient parallel
computing on the Tier2 cluster of the high preformance computing facility of the
VSC (www.vscentrum.be).
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At each step of the optimisation, the energy, local energy variance and energy error
are exported and an optimisation history can be visualised. Before starting the
optimisation, other operators can be added whose expectation values are evaluated
using VMC during the training. For example the antiferromagnetic structure factor
in a Heisenberg model. Netket also provides exact diagonalisation in the form of the
Lanczos algorithm [33]. Exact diagonalisation can be used to check results for small
systems. For non-Hermitian Hamiltonians the Lanczos algorithm cannot be used.
To obtain the exact results in this case, an iterative method from LAPACK (Linear
Algebra Package) is used, provided by the NumPy library [44].
On top of this, Netket contains tools for quantum state tomography and for approximating wave functions by using supervised learning. In quantum state tomography,
a state is reconstructed using measurements on a set of identical states. Supervised
learning is used to obtain a NQS that best represents a given (user specified) state.
For a detailed description we refer to the many examples on the Netket GitHub repository and tutorials on the Netket website (https://github.com/netket/netket,
www.netket.org).
Tab. 5.2: Summary of the optimisation hyperparameters.

Hyperparameter

Description

σ

standard deviation of the
initial variational parameters
no. samples in MCMC
Adamax
SGD
learning rate initial learning rate
using SR or not
no. times VMC is used to update parameters

Ns
Optimiser
η
SR
no. iterations
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The ASEP model

6

The asymmetric simple exclusion process (ASEP) is an elementary model of a
driven system with diffusion of hard-core particles. Its one-dimensional form has an
interesting history starting from its first appearance as a model of biopolymerization
[45] and was formalised mathematically by Spitzer who introduced the terminology
‘Simple Exclusion’ in [46]. Although the model is characterised by simple rules it is
known to have rich macroscopic behaviour, such as phase transitions, spontaneous
symmetry breaking and jamming. Because of this, the ASEP model has become a
fundamental model of non-equilibrium statistical physics and a prototypical model
to study transport phenomena.
In section 6.1, the ASEP model is defined. Thereafter, we introduce the particle
current and construct its tilted generator. After this, the theory of the previous
chapters is combined and current fluctuations are described by making use of NQS.
Finally, multiple NQS are trained for the different phases of the ASEP model to
analyse the current and density profiles.

6.1 Description of the Model

Fig. 6.1: Schematic description of the ASEP model. Particles hop stochastically to vacant
neighboring sites with rates q and p. At the left boundary, particles enter and leave
with rates α and γ, and at the right boundary with rates δ and β.

In a simple exclusion process (SEP) particles hop between neighboring sites of a
lattice. The particles interact via hard-core repulsion as they hop stochastically
to vacant nearest neighbor sites. In the one-dimensional version (which we use
from now on) a particle can hop to its left or right vacant neighboring site. The
rate at which is does this is determined by parameters q and p respectively. The
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model can either be open, where the boundaries are connected to a reservoir, or
periodic. We describe the open model but all techniques can be equally well applied
to the periodic version. In the open model particles can be added or removed at
the boundaries. At the left boundary particles get added with rate α and removed
with rate γ and at the right boundary the same happens with rates δ and β, this
is summarised in Figure 6.1. The asymmetric SEP (ASEP) refers to the situation
p 6= q and has most interesting properties. Under normal circumstances, meaning
p, q ≥ 0 and p + q = 1, the movement of particles on the lattice correspond to
continuous-time Markov dynamics.
A more elementary version is known as the totally asymmetric SEP (TASEP) with
no hopping to the left (q = 0, p = 1). Further, we set γ = δ = 0 and study the
phases induced by varying α (adding particles at the left boundary) and β (removing
particles at the right boundary). In the next section a mean-field approximation
is used to determine the dynamics and construct the phase diagram of the TASEP
model. In section 6.8 we use the NQS ansatz to describe the TASEP model. All other
sections consider the general ASEP model and use parameters α = γ = β = δ = 1/2,
q = 0.9 and p = 0.1, where a particle current is expected to flow to the left.

6.2 Mean-field Approximation
To get an understanding of the dynamics of the TASEP model we use a meanfield approximation and construct the α-β-phase diagram. In a mean-field theory
a model is approximated by taking averages or by ignoring some correlations of
configurations within the system. The mean-field approximation of the TASEP model
assumes there is a unique relation between the local density ρ and the current of
particles J(ρ). The continuity equation,
∂ρ ∂J
+
= 0,
∂t
∂x
becomes

∂ρ
∂ρ
+ vg
= 0,
∂t
∂x

with

vg (ρ) =

(6.1)

dJ(ρ)
.
dρ

(6.2)

The solution is a traveling wave ρ(x, t) = ρ0 (x − vg t), where ρ0 (x) = ρ(x, t = 0)
is the initial density profile. The idea is that a region of local density ρ moves
throughout the system at speed vg (ρ). These are kinematic waves with group or
wave velocity vg .
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The current J is taken to be dependent on ρ as
J(ρ) = (1 − ρ)ρ.

(6.3)

This is physically understood as follows: for a particle to contribute to the current,
a particle must be present (probability ρ) at a site neighbouring a vacant one
(probability 1 − ρ). The wave velocity becomes
vg (ρ) =

dJ(ρ)
= 1 − 2ρ.
dρ

(6.4)

Regions with different local densities travel at different speeds and as waves coalesce,
steep density profiles will form, known as shock fronts. The shock front separates
a low density and a high density region and the shock itself can move through the
system. Mass conservation allows the determination of the speed vs at which the
shock front moves. Take a region ρ1 behind the shock front and one in front of it ρ2 .
Then dM1 /dt = J(ρ1 ) = ρ1 vs must equal dM2 /dt = J(ρ2 ) = ρ2 vs , resulting in
vs =

J(ρ1 ) − J(ρ2 )
,
ρ1 − ρ2

(6.5)

which, after using Eq. (6.3) leads to the shock velocity,
vs = 1 − ρ1 − ρ2 .

(6.6)

For the TASEP model, ρl = α and ρr = 1 − β can be interpreted as the effective
density of the left and right reservoirs to which the system is connected. Substituting
these in Eq. (6.4) and Eq. (6.6) gives
vl = 1 − 2α,

vr = 2β − 1,

vg = α − β.

(6.7)
(6.8)

For α < 1/2 and β < 1/2, kinematic waves from both reservoirs travel into the
system. They will meet in the middle and form a shock front that travels with
velocity vg = α − β. For α < 1/2 and β > 1/2, only waves from the left reservoir
propagate. The bulk density is equal to that of the left reservoir, α, and a low density
(LD) phase arises where J = α(1 − α). Similarly, when α > 1/2 and β < 1/2 the
bulk density 1 − β will be high and the current J = β(1 − β) will flow through the
system. This is the high density (HD) phase. For the situation α > 1/2 and β > 1/2,
kinematic waves from both reservoirs cannot enter the system and a diffusive term
must be added to the current Eq. (6.3). The result is that a bulk density of 1/2 is
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obtained corresponding to the maximal current J = 1/4 [47]. The system is in the
maximal current (MC) phase. The phase diagram along with the expressions for
the mean current is shown in Figure 6.2. Finally, we mention the case α = β < 1/2,
where waves meet in the system and form a stationary shock front. This regime is
known as the shock line where the system is in the shock phase. The shock diffuses
through the system, performing a random walk. The shock is equally likely to be at
any position, leading to a linear average density profile. The current in the shock
phase is J = α(1 − α) = β(1 − β).

Fig. 6.2: Phase diagram of the TASEP model together with the expressions for the mean
current. The regions for the LD, HD and MC phase are shown in blue, green and
orange respectively. The shock line, where α = β < 1/2, is shown in red. In the
shock phase the current is equal to that of the LD and HD phases.

The theory of kinematic waves is credited to Lighthill and Whitham who first applied
it to a model of traffic flow [48]. Exact results of the TASEP model can be obtained
using MPS, where each site is represented by a matrix chosen according to the state
of the site [47]. The exact result shows that the mean-field approximation correctly
predicts the phase diagram and we therefore use Figure 6.2 to compare our results,
obtained via NQS, of the TASEP model to.
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6.3 Functional Bethe Ansatz
Analytic expressions for SCGF θ(s) can be constructed for each of the different phases
of the ASEP model. Multiple approaches exist. Some require a fixed amount of
particles, such as the coordinate Bethe ansatz, making them useful for the periodic
ASEP model and providing a full solution to the current fluctuations. The Qoperator method provides an exact expression for the open ASEP model. We give an
introduction to the ideas of this method, which we use to compare the NQS results
to. For the interested reader, we refer to [49, 50, 51, 52].
The Q-operator method generalises the MPS ansatz, where the probability of a
configuration is represented by a product of matrices. In MPS, a matrix is present
for each site and has a different form whether the site is occupied or not. The
Q-operator method adds a counting matrix and after a rather lengthy and technical
derivation a parametric representation of θ(s) is given by [49]
s(B) = −

∞
X
k=1

Ck

Bk
,
2k

θ(B) = −

∞
X
k=1

Dk

Bk
,
2k

(6.9)

where Ck and Dk are dependent on a, b and the system size L. This parametric
representation is exact and after inverting s(B) to express B in terms of s and
substituting in θ(B), the method allows the determination of θ(s) to a desired
order. The equations are unpractical unless a large system size L is assumed. The
coefficients Ck and Dk are given by contour integrals over the complex plane. By
Cauchy’s theorem the calculation of the coefficient is reduced to determination of
residues at the points {0, a, b} and whether they lay inside the contour or not. This
is different for each of the phases.
The current in the model is dependent on the density ρ and the hopping rates q (to
the left) and p (to the right) [50]. It is given by
J = (p − q)ρ(1 − ρ).

(6.10)

The bulk density is once again controlled by the effective density of the left or that
of the right reservoir. To determine them we first introduce parameters
q
1
p − q − α + γ + (p − q − α + γ)2 + 4αγ ,
2α


q
1
b=
p − q − β + δ + (p − q − β + δ)2 + 4βδ .
2β


a=



(6.11)
(6.12)
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The effective densities ρl of the left reservoir and ρr of the right reservoir are given
by
ρl = 1/(1 + a),

ρr = b/(1 + b).

(6.13)

Notice that ρl = α and ρr = 1−β for the TASEP model as mentioned in section 6.2.
The phase diagram of the ASEP model is similar to the TASEP one. The TASEP
phase diagram could easily be represented in function of its two parameters α and
β. Instead of two, the ASEP model has five independent parameter (remember that
we set q + p = 1). It turns out that the phase diagram is completely determined by
the effective densities at the boundaries. An ASEP system can reside in the HD, LD,
MC and the shock phase. The phase diagram and the currents in different phases
are shown in Figure 6.3.

Fig. 6.3: Phase diagram of the ASEP model together with the expressions for the mean
current. The phase is determine by the effective left and right reservoir densities
ρl and ρr . The regions for the LD, HD and MC phase are shown in blue, green and
orange respectively. The shock line, where ρl = 1 − ρr < 1/2, is shown in red.

There is one more subtlety to address. The phase diagram shown in Figure 6.3 is
only applicable if the current typically moves to the right. For the ASEP model with
parameters p = 0.1 and q = 0.9 this is not the case. To make out the phase for this
model, consider the reversed system with p = 0.9 and q = 0.1. For the reversed
system one gets a = b = 2.08 and ρa = 1 − ρb = 0.32, which from Figure 6.3 is
identified as the shock phase. What is left is to realise that if the system is in the
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shock phase when reversed, the original system is in the same phase as long as α = δ
and β = γ.

6.4 Construction of the Tilted Generator

A single site is either occupied or not, it has a local state σi that is binary (1 or 0, up
or down etc.). A lattice with L sites has 2L configurations |Ck i,
|Ck i = |σ1 , ..., σL i .

(6.14)

This defines an orthonormal configuration basis {|Ci} and spans the Hilbert space
of dimension 2L . A system is described by the state vector |P (t)i of Eq. (3.32),
that defines the probabilities of residing in configuration |Ck i at time t. The timeevolution of the system is determined by the generator G of the process,
L

∂t |P (t)i = G |P (t)i ,

where

|P (t)i =

2
X

P (Ck , t) |Ck i ,

(6.15)

k=1

According to Eq. (3.19), in matrix form the generator is constructed as
α(a†1 − v1 ) + γ(a1 − n1 )

G=
+
+

L−1
X
i=1
L−1
X









p ai a†i+1 − ni vi+1

q a†i ai+1 − vi ni+1

(6.16)

i=1

+ δ(a†L − vL ) + β(aL − nL ).
The first term in each of the brackets denotes the ‘in’ part and the second term the
‘out’ part of Eq. (3.19). Here we have used the ‘quantum’ notation for stochastic
systems where a†i , ai , ni and vi are the creation, annihilation, number and vacancy
operators acting on site i. If the occupied (full) and unoccupied (empty) state of a
single site is denoted as
 

1

|Fi ≡  
0

 

and

0
|Ei ≡   ,
1

(6.17)
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the operators take on the form


a† = 

0 1
0 0


,



a=

0 0
1 0


,



n=

1 0
0 0





,

v=

0 0
0 1


.

(6.18)

Indeed, we have a† |Ei = |Fi, a |Fi = |Ei, n |Fi = |Fi and v |Ei = |Ei.
The stochastic dynamics and interaction between the particles result in a particle
current J, which on a lattice is defined as the difference between the number of
jumps to the right and those to the left per unit of time. It takes the form J = OA /t,
where OA is the a time-integrated observable as in Eq. (3.20). Similar to the random
walker of paragraph 3.2.1, the function specifying the observable OA is given by

αJ =


1

if a single particle hopped to the right,

−1

if a single particle hopped to the left.

(6.19)

e s to explore
Using the theory from section 3.3 we construct the tilted generator G
the statistical properties of the ASEP model. According to Eq. (3.25), the ‘in’ parts
of Eq. (6.16) are modified by an exponent dependent on the contribution to the
current, exp (sα). Figure 6.1 should make clear all terms involving α, p and β are
modified by es and the ones with γ, q and δ by e−s . The resulting tilted generator
is
e s = α(es a† − v1 ) + γ(e−s a1 − n1 )
G
1

+
+
+

L−1
X
i=1
L−1
X



p es ai a†i+1 − ni vi+1




q e−s a†i ai+1 − vi ni+1

i=1
δ(e−s a†L

(6.20)



− vL ) + β(es aL − nL ),

The SCGF θ(s) is determined by solving the eigenproblem,
e s |Ri = θ(s) |Ri ,
G

(6.21)

determining the largest eigenvalue, for multiple values of s. This SCGF describes
P
the current J = αJ /t and its fluctuations in the large time limit, t → ∞. The first
cumulant hJi = ∂s θ(s)|s=0 describes the mean current in the system and the second
cumulant hχi = ∂s2 θ(s)|s=0 gives the current susceptibility. To compare results for
different system sizes it is useful to normalise these quantities by the lattice length
L, as the number of hops scales in function of system size.
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6.5 Optimising the NQS
The negative of the tilted generator Eq. (6.20) is used as Hamiltonian in Netket. The
VMC procedure is used to approximate the ground-state energy of this Hamiltonian,
which corresponds to the negative of the SCGF, E0 = −θ(s). For small systems this
energy can be determined exactly by diagonalisation. The exact value Egs provides
a way to identify the relative error of the NQS,
∆E0 =

E − Egs
.
Egs

(6.22)

Together with the variance of the local energies eL , discussed in paragraph 4.4.1,
the relative error is a measure to estimate the performance of the models. Typical
training histories for well performing models are shown in Figure 6.4. For visualisation purposes the relative energy error was smoothed using a Savitzky-Golay filter
with window length 21 and a third-order polynomial [53].

Fig. 6.4: Training histories for L = 10 ASEP model at s = 0.2. Upper: the relative error.
The RBM and CNN perform similarly and obtain ∆E0 ≈ 10−3 after 10000 training
steps. The FFNN reaches a local minimum which it leaves around 5000 iterations.
The final relative error for the FFNN is ∆E0 ≈ 4 × 10−3 . Lower: history of var(eL ).

Next, the NQS and the optimisation hyperparameters are chosen. We look for a
balance between accuracy and optimisation time. To compare combinations of
hyperparameters, a grid search was performed. With some prior knowledge, the
SCGF θ(s) of the ASEP model we study is known to have two regions of interest,
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s > 0 and s < 0, where machines might behave differently. With this in mind, the
grid search was performed with s = 0.2 and s = −0.1, but no significant differences
were found leading us to conclude that the same models can be used for both regions.
A good balance was found between the number of samples Ns used to average the
local energies and the number of training iterations. We used Ns = 2000 samples
to determine local energies and trained the models for 10000 iterations. The final
iteration uses as many as 100000 samples to give an accurate representation of the
performance. Early on, results indicated that SR was beneficial and SR will be used
from here onward. The results of the grid search showed negligible dependence on
σ, the standard deviation of the normal distribution the variational parameters are
drawn from. Therefore it was kept at its default value of σ = 0.01. What is left is to

Fig. 6.5: Comparison of different NQS and hyperparameters for the L = 10 ASEP model at
s = 0.2. The relative error ∆E0 with error bars is shown versus learning rate η,
obtained after 10000 iterations. The RBM and CNN perform best. The RBM does
this for the Adamax optimiser and low η. The CNN reaches the lowest error. It
does so using a high learning rate and SGD.

determine the optimiser, the learning rate η, the NQS and the machine parameters.
In Figure 6.5 the performance is shown for different NQS and hyperparameters.
The lowest error was obtained using a CNN with two convolutional layers with 8
filters each. It reached this result after being optimised with the SGD optimiser
and a learning rate of η = 10−1 . Notable is the performance of the simple RBM
with α = 2, the Adamax optimiser and low η = 10−3 . The optimisation of the RBM
takes much less training time compared to the CNN, as was illustrated in Figure 5.4.
Going forward we use both of these machines, the CNN if accuracy is required and
the RBM to study large systems or when calculations are constrained by time. An
overview of the two models is given in Table 6.1.
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Tab. 6.1: Overview of used variational ansätze and optimisation hyperparameters. The
CNN is more accurate, while the RBM is trained in less time.

Hyperparameter

NQS
CNN
RBM

nf

Nc

8

2

α

Optimiser

η

σ

Ns

SR

no. iterations

2

SGD
Adamax

10−1
10−3

0.1
0.1

2000
2000

yes
yes

10000
10000

6.6 Current Statistics
Now that the variational ansatz and the hyperparameters have been chosen, a NQS
can be used to solve eigenproblem Eq. (6.21) and determine the largest eigenvalue
for an arbitrary value of s. Repeating this procedure for multiple values of s allows
one to construct the SCGF θ(s). In this section we construct the SCGF and rate
function describing current fluctuations in the ASEP model. We will also calculate
derivatives of the SCGF, describing the current and current susceptibility in different
s-regimes. In different regions, the behaviour of the ASEP model changes and phase
transitions are recognised [54]. These phases, induced by varying s, are detailed in
section 6.7.

Fig. 6.6: The SCGF and rate function of the ASEP model with lattice lengths of L = [10, 50].
Left: the NQS results for the normalised SCGF θ(s)/L. Finite size error converge
rapidly. Right: normalised rate function I(J)/L obtained by the numeric Legendre
transform of θ(s). Shown in red is the analytic functional Bethe ansatz result for
L = 50, which is exact for L → ∞.

e s is constructed for 41 equally spaced points for s in [−0.4, 0.4].
The tilted generator G
For each value s = s∗ , a NQS is constructed and optimised to represent the largest
e ∗ , which is equal to θ(s∗ ). The resulting SCGF is shown for various
eigenvalue of G
s
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L in Figure 6.6. Using a numerical Legendre transform the rate function I(J) is
obtained, which is also shown in Figure 6.6. The current J(s) = ∂s θ(s) and current
susceptibility χ(s) = ∂s2 θ(s) are computed by numeric differentiation of θ(s). This is
calculated using centered difference and second order central difference [55]. The
current and susceptibility are shown in Figure 6.7. As a benchmark, the results are
compared to the analytic functional Bethe ansatz results [49, 56], which are valid
for s > 0 and s < 0 near zero.

Fig. 6.7: The current and current susceptibility of the ASEP model with lattice lengths
of L = [10, 50]. Left: normalised current J(s)/L = ∂s θ(s)/L. The finite size
error converges quickly and a steep transition to near-zero current is observed.
Right: normalised current susceptibility χ(s)/L2 = ∂s2 θ(s)/L2 . Shown in red is
the analytic functional Bethe ansatz result for L = 50, which is exact for L → ∞.

As the number of lattice sites increases, a number of interesting behaviours are
observed. Finite size errors converge rapidly as lattice size L increases. The rate
function is non-symmetric and positive fluctuations (on the negative current) are
more probable than negative ones. This effect is more pronounced for larger
systems.
For s > 0, the normalised SCGF θ(s)/L transitions from having a small negative
slope to becoming almost flat, indicating a region with vanishing current as observed
in Figure 6.7. In fact, the current can be interpreted as a dynamical order parameter
and the region where the current drops effectively to zero corresponds to a different
phase. As mentioned in section 6.3, the system at s = 0 resides in the shock phase.
The steady-state current per site in this phase is
J = (p − q)ρ(1 − ρ) = −0.175,

(6.23)

where ρ = ρl = 1 − ρr . From the results obtained via NQS, the typical current is
calculated in a number of ways. It is given by the minimum of I(J), the slope of
θ(s) at s = 0 or by J(s=0). This is evaluated to J(s=0) = −0.167 for the system
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with size L = 50. First of all, we mention that the theoretical result of J = −0.175
assumes an infinite system size (or at least that boundary effects are unimportant).
At L = 50 finite size effects are still present. Secondly, the result J(s=0) = −0.167
is obtained by calculating derivatives of the SCGF and therefore any errors in θ(s)
are amplified. We expect one could improve on this result by optimising the SCGF
further. Of similar origin is the roughness of current susceptibility χ(s). This effect is
most notable by looking at χ(s) for small system sizes, and seems to improve when
L increases. The reason for this is not clear.

6.7 Density profiles
An optimised NQS approximates the eigenvector of Eq. (3.31) corresponding to
eigenvalue θ(s). As this is dependent on the value of s, we denote the eigenvector
as |Rs i. We explained in section 3.4 that this eigenvector represents the stationary
probability distribution of configurations. We also introduced local quantities, which
are calculated by inserting an operator between the right and left eigenvector of
e s . The left eigenvector hLs | is obtained by optimising an additional NQS using the
G
e s . This section concerns density profiles of the ASEP model,
conjugate transpose of G
we are therefore interested in the evaluation of
ρs,i = hLs |ni |Rs i ,

(6.24)

representing the average occupation of lattice site i. A density profile can be
constructed for multiple values of s. The determination of this observable suffers
from the curse of dimensionality and to combat this, the adapted VMC method was
introduced in section 4.6. This is how Figure 6.8 was obtained.
At s = 0 the system resides in the shock phase where, similar to reasons discussed
in section 6.2, the density profile is linear. The density profile for s = 0 is shown
on the upper left in Figure 6.8, indeed indicating a linear density profile. We also
show some of the most likely configurations as present in the Markov chain of
configurations. For each of the presented configurations, we show the relative
importance. As expected, the configurations represent shock fronts whose locations
is uniformly distributed (each shock configuration is equally likely).
By setting s to a non-zero value it is possible to see how the density profile changes
for a current that deviates from its most likely value. The density profiles at s 6= 0
are constructed in the same way, by representing the left and right eigenvectors of
e s with NQS and evaluating Eq. (6.24). Density profiles at various s are shown on
G
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Fig. 6.8: Density profiles of the L = 10 ASEP model. Upper left: the average density profile
at s = 0 and some of the most likely configurations together with their relative
importance. The results correspond to the shock phase. Upper right: the average
density profiles for multiple values of s. Lower left and right: the non-linear
density profiles at s = −0.24 and 0.24, together with the likely configurations.
These correspond to the MC and HD/LD coexistence phases.

the upper right of Figure 6.8. Away from the boundaries, the density profiles for
s 6= 0 flatten. For values s = −0.24 and 0.24 we show the likely configurations in the
lower part of Figure 6.8. At s = −0.24 particles are spatially dispersed with a flat
density profile, reminiscent of the MC phase. At = 0.24 is the HD/LD coexistence
phase where fully filled and empty configurations are preferred. We notice some
boundary effects as the completely filled or empty configurations only appear as
third and forth most likely.
Another way to distinguish the MC and HD/LD coexistence phases is by looking at
recurrent hopping K − |J|, where
Js,i = hLs |pes ai a†i+1 − qe−s a†i ai+1 |Rs i ,

(6.25)

Ks,i = hLs |pes ai a†i+1 + qe−s a†i ai+1 |Rs i ,

(6.26)

represent the local current and activity. Recurrent hopping describes how much of
the hopping actually contributes to the current, a high value indicating many hops
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back and forth, cancelling each others contribution to the current. The adapted
VMC algorithm is once again used to obtain the local currents and activities. The
resulting recurrent hopping is shown in Figure 6.9. In the MC phase, particles
are spatially dispersed which allows them to hop back and forth frequently. The
LD/HD coexistence phase has low recurrent hopping. The reason for this is that
the configurations in this phase are either fully occupied or empty. The shock phase
shows the highest recurrent hopping. The shock front, and therefore the collection
of particles to the left of the shock front, moves stochastically throughout the system,
allowing large increases to the recurrent hopping.

Fig. 6.9: Recurrent hopping K − |J| in the L = 10 ASEP model. The average profiles are
shown for different phases. The shock and MC phase allow frequent hopping back
and forth, the LD/HD coexisting phase does not.

6.8 TASEP phases
This section analyses the TASEP model phases using NQS. A TASEP model with
lattice lengths L = 50 is represented in four states:
• LD phase, with α = 0.25 and β = 0.75,
• HD phase, with α = 0.75 and β = 0.25,
• MC phase, with α = β = 0.75,
• shock phase (on the shock line), with α = β = 0.25.
For each of these the SCGF is obtained analogous to what was done in section 6.6,
by optimising 41 NQS at different values for s. Proceeding this, numerical Legendre
transforms are used to approximate the rate functions. The results are shown in
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Figure 6.10. While the LD, HD and shock phases show similar results, the MC
phase stands out. For the MC phase, the slope of θ(s) at s = 0 is larger and the
minimum of its rate function occurs at a larger current J. This is the typical current
in the MC phase and is evaluated to be JMC = 0.2518, consistent with the mean-field
prediction of 0.25. As the rate function in the MC phase is less broad compared
to the other phases, current fluctuations are less likely. Moreover, fluctuations
decreasing the current in the MC phase are more likely then the once increasing the
current. The non-symmetric character is also illustrated by the quadratic fit to the
rate function of the MC phase. The non-symmetric character is also observed for
the LD, HD and shock phase and is consistent with the intuition that fluctuations
counteract the collective motion of the particles to the right. The rate functions for
the LD, HD and shock phases have a number of abrupt changes and the minimum
is harder to distinguish. This could be improved by using more finely spaced s to
increase the number of accessible slopes. Instead, the slope of the SCGF at s = 0 is
used to approximate the typical current. For each of these phases, the steady-state
current should be 0.25(1 − 0.25) = 0.1875. Using centered difference the currents
are evaluated to: JLD = 0.1880, JHD = 0.1784 and Jshock = 0.1857.

Fig. 6.10: The SCGF and rate function of the TASEP model with lattice lengths L = 50 in
different phases. Left: the NQS results for the normalised SCGF θ(s)/L. Right:
normalised rate function I(J)/L obtained by the numeric Legendre transform of
θ(s). The dashed line represents a quadratic fit around the minimum of the rate
function of the MC phase.

More insight into the phases is obtained by looking at the density profiles. They
are computed using the adapted VMC algorithm from section 4.6 and shown in
Figure 6.11.
The density profiles of Figure 6.11 give a qualitative understanding of the different
phases. The average density in the shock phase increases throughout the lattice,
consistent with a diffusing shock front separating a low density region to the left
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Fig. 6.11: The density profiles of the TASEP model with L = 50 in different phases. In the
shock phase the average density increases throughout the lattice. The density
profiles of the LD, HD and MC phases are approximately flat and indicate low
occupancy, high occupancy and a half filled lattice respectively.

and a high density region to the right. It does deviate significantly from a linear
profile, which might be an artifact from the computational procedure. We suspect
this could be improved by increasing the number of configurations which are used
to compute the local quantities to average. As this must be calculated for each of
the 50 lattice sites, a more efficient implementation of the adapted VMC algorithm
would greatly improve the computational time. The density profiles of the LD, HD
and MC phases show that the average density is approximately flat. As expected,
the bulk density for the MC phase is around 1/2. The bulk densities of the LD and
HD phases are considerably far from the mean-field prediction of ρLD = α = 0.25
and ρHD = 1 − β = 0.75. We note that beyond-mean-field theories predict the bulk
densities to be closer to 1/2 and density profiles to be curved near the boundaries
[47].
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7.1 Conclusion
In this thesis we have used neural networks to describe fluctuations in systems
subject to stochastics. This was done by solving the central eigenproblem in large
deviation theory (LDT) using neural network quantum states (NQS). An NQS is a
variational ansatz that was only recently introduced to study the quantum manybody problem. Due to the similar structure of LDT concerning Markov processes,
the same approach can be used to study stochastic models.
In chapters 2 and 3 the theory of large deviations was introduced and we described
how it is applied to models based on Markov processes. Specifically, we showed that
the calculation of an important quantity, the scaled cumulant generating function,
gets reduced to the determination of the largest eigenvalue of a large matrix. This
problem is very similar to the determination of the ground-state energy of a quantum
many-body problem, which is discussed in chapter 4. We also mentioned several
methods (such as variational Monte Carlo and the Metropolis-Hastings algorithm)
that allow a general variational ansatz to approximate a quantum wave function.
Following this, the NQS ansatz was introduced in chapter 5, where we specified
three network structures and discussed the practical implementation of NQS.
An application was given in chapter 6, where the asymmetric simple exclusion
process (ASEP) is studied. In particular, we looked at current fluctuations resulting
from stochastic motion on a one-dimensional lattice. First, optimal hyperparameters
are chosen and a trade-off between optimisation time and accuracy was observed.
We investigated the performance of the NQS method by examining the current
statistics of the ASEP model and comparing it to analytic results from literature. We
identified a phase transition by varying the current bias in the system. We further
demonstrated that NQS provide a means to study local observables such as the local
density or the recurrent hopping. To calculate these, an adapted variational Monte
Carlo procedure was introduced in section 4.6. The typical current, density profile
and likely configurations were compared to mean-field predictions and matched
both quantitatively and qualitatively. We then took to a simpler variant of the ASEP
model, where particles are only allowed to hop in one direction. Different phases
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emerged when changing the entry and exit rates at the boundaries of the system.
For multiple setups, the typical current, its fluctuations and density profiles were
described, which allowed us to correctly identify the phases and their properties.

7.2 Outlook
The work in this thesis has drawn on a wide range of research fields, combining a
probabilistic theory about typical values and fluctuations with a method designed
to approximate the ground state of a quantum mechanical system. Specifically,
we showed that describing current fluctuations in the different phases of the one
dimensional ASEP model is possible with the use of neural networks. We propose
some improvements and recommendations for future research. The first one would
be to apply the use NQS to models where analytical techniques are difficult to
use, such as the multi-lane ASEP model or other dynamical systems. In particular,
we are interested in a comparison with the MPS ansatz and DMRG algorithm.
During the research of this thesis, the NQS ansatz has seen vast improvements
both computationally as well as conceptually. The Netket framework has only just
released version 3.0, that drastically improves optimisation time and allows the use
of many more optimisers. It would be interesting to compare these new optimisation
schemes. We must however note that, at the time of writing, this new version does
not yet support non-Hermitian Hamiltonians. A popular NQS at the time of writing is
the recurrent neural network (RNN), that expresses the wave function by calculating
a product of conditional probabilities [57]. Each of the conditional probabilities (one
for each lattice site) is obtained by the same network and therefore the RNN provides
a compact representation of the wave function that is independent of the number
of spin sites. Very recently, the RNN has been used to describe dynamical large
deviations of the Fredrickson-Andersen model, a kinetically constrained stochastic
model [58]. It would be interesting to explore the capabilities of new neural network
architectures in the field of LDT.
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P (An = a)

Probability for observable An to take on value a

n, N or t

Large deviation parameter

I(a)

Rate function

Mn

n-th cumulant of a distribution

M1

Mean of the distribution

M2

Variance of the distribution

θ(s)

Scaled cumulant generating function (SCGF) of an observable

C

A configuration

{C}

A chain (or history) of configurations

Ck

The k-th configuration in the history {C}

|Ci i

Basis element of representing configuration Ci

H

Hilbert space spanned by basis elements

On ({C})

Observable over history of n configurations

OA ({C})

Current-like observable

OB ({C})

Observable based on simple averages

w(C → C 0 )

Transition probability of configuration C to C 0

es
w

Tilted transition matrix

W (C → C 0 )

Transition rate from configuration C to C 0

r(C)

Rate of escape from configuration C

G

Generator of a Markov process

|P (t)i

State vector consisting of configuration probabilities

es
G

Tilted generator of an observable and Markov process

λ

Largest eigenvalue of tilted transition matrix or tilted generator

|Ri

e s . When
Right eigenvector corresponding to largest eigenvalue of G
considering non-typical observables we will compute these for different values for s and use notation |Rs i.

hL|

e s . Same
Left eigenvector corresponding to largest eigenvalue of G
argument for hLs | as with |Ri.
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W

Variational parameters

Ψ

The wave function. In a variational method the wave function is
dependent on variational parameters W and is written as ΨW .

|Ψi

The state of wave function in Hilbert space

N

Size of the spin lattice

x

Spin configuration on a lattice

|xi i

Basis elements of a quantum spin system

H

Hamiltonian of a quantum mechanical system

eL (x)

Local energy of spin configuration x

p(x)

Probability distribution to sample spin configurations from

Ns

Number of samples to average local energies

nh

Number of hidden layers in a FFNN

Nh

Number of nodes in a single hidden layers

α

Ratio of hidden units per hidden layer to the input dimension (the
RBM has just 1 hidden layer)

nc

Number of convolutional layers

nf

Number of filters per convolutional layer

σ

Standard deviation from the normal distribution where the initial
variational parameters are drawn from

η

Learning rate or initial learning rate when adaptive

L

Length of the one dimensional ASEP model.

q

Rate of hopping to the left in the ASEP model

p

Rate of hopping to the right in the ASEP model

α

Rate of entry at the right boundary of the ASEP model

γ

Rate of exit at the right boundary of the ASEP model

δ

Rate of entry at the right boundary of the ASEP model

β

Rate of exit at the right boundary of the ASEP model

J

Current

χ

Current susceptibility

vg

Wave velocity in the ASEP model

vs

Velocity of the shock front in the ASEP model

ρl

Effective density at the left reservoir of the ASEP model

ρr

Effective density at the right reservoir of the ASEP model

ρs,i

Average occupancy of lattice site i in certain s-regime

Js,i

Local current at lattice site i in certain s-regime

Ks,i

Local activity at lattice site i in certain s-regime
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LDT
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